Chapter 5

Infinite Horizon Models: Expected
Discounted Reward
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and Timothy C. Y. Chan. This pre-publication version is free to view and
download for personal use only. Not for re-distribution, re-sale, or use
in derivative works. (C)Martin L. Puterman and Timothy C. Y. Chan,
2025.

I early inquired the rate of interest on invested money, and worried my
child’s brain into an understanding of the virtues and excellencies of that
remarkable invention of man, compound interesﬂ

Jack London, American author, 1876-1916.

Chapter [5| concerns infinite horizon Markov decision processes under the expected
discounted reward criterion. To avoid the above long-winded expression, they are
referred to simply as discounted models.

The discounted model provides a gold standard for theory and algorithms in infi-
nite horizon models. Unlike undiscounted models, most results do not depend on the
underlying Markov chain structure. This is because the discount factor 0 < A < 1
dampens out the limiting behavior of the system since A" — 0 and n — oo. Con-
sequently, theory and methods draw from linear algebra and analysis, requiring little
probability theory.

As noted in Section [2.3.2, discounting is usually interpreted as incorporating the
time value of money when making decisions: a reward of one dollar next year is equiv-
alent to 0 < A < 1 dollars today. You may already be familiar with the concept of an
interest rate, which accounts for the time value of money in the forward direction. If
you invest one dollar today and the (risk-less) annual interest rate equals 4, then you

London| [1906].
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would have 1+ dollars next year, (1+14)? dollars in two years, etc. This phenomenon
is referred to as compounding. In relation to interest, the discount rate is A = 1/(141).
That is, receiving one dollar a year from now is equivalent to investing A dollars now.
In other words the discount factor accounts for the time value of money in the back-
wards direction. See Figure Note also that discounted models are equivalent to
infinite horizon models with the expected total reward criterion that terminate at an
independent geometric stopping time with parameter 1 — A.
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Figure 5.1: This diagram depicts the relationship between compound interest and
discounting. From the compound interest perspective, $1 invested at time 0 at interest
rate ¢ will increase to (1+14)? two-periods in the future (¢ = 2). Conversely, receiving $1
now is equivalent to investing A\? dollars at time ¢t = —2 or in other words, an investor
would be indifferent between receiving 1 two-periods in the future and possessing \?
Now.

This chapter unfolds as follows. In several steps, culminating with establishing
the existence and uniqueness of the solution to the Bellman equation, it establishes
the optimality of stationary deterministic policies in the class of history-dependent
randomized policies. The chapter then analyzes three classes of iterative algorithms:

e Value iteration
e Policy iteration
e Modified policy iteration

In each case, it describes the algorithm and its variants, provides stopping rules, proves
convergence and presents illustrative examples. It then explores the equivalence be-
tween discounted Markov decision processes and linear programming. Finally it revisits
several applications and shows how to extend the results on structured optimal policies
in Section to discounted models.

This and subsequent chapters use vector and matrix notation and rely on vector
space concepts. We encourage the reader to carefully go through this chapter before
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studying other optimality criteria, approximate dynamic programming, simulation-
based methods, and reinforcement learning.

5.1 Preliminaries

This section introduces notation and basic recursions.

5.1.1 Reward functions

Recall that the reward function r,(s, a, j) equals the reward received between decision
epoch n and n + 1 when action a is chosen in state s at decision epoch n, and a
transition occurs to state j prior to decision epoch n + 1. In infinite horizon models
under an expected reward based criterion, equations may appear more familiar and
transparent if they are expressed in terms of 7,(s,a) instead of r,(s,a,j). This may
also be the case when the reward does not depend on j such as in the queuing control
models in Section When 7,(s, a, j) is a model primitive, the expected reward from
choosing action a in state s at decision epoch n can be written

rn(s,a) = Zrn(s,a,j)pn(ﬂs,a). (5.1)

jeSs

This calculation in the two-state model in Section 2.5 as follows.

Example 5.1. Assume the rewards and probabilities are stationary. Then,

7“(51, CL1,1) = 7’(51, aiq, 51)])(81|51, CL1,1) + 7’(817 a1, 32)]0(52\81, a1,1)
=5-08-5-02=3

The remaining rewards can be calculated similarly and shown to be given by
r(s1,a12) =5, 1(s2,a21) = —5 and 7(s2, ass) = 2.

This change in notation is primarily for convenience; it does not affect the principles
of our development of infinite horizon Markov decision processes. One consequence of
this change in the form of the reward function is that the recursions and Bellman equa-
tion will look slightly different from the ones presented in the previous chapter. The
chapters on simulation methods (Chapters [L0] and retain r,(s,a,j) as a primitive
because simulation replaces expectations by simulated sample paths.

5.1.2 Key assumptions

In addition to the standard assumptions of i finite states and finite actions, the following
additional assumptions hold throughout this chapter:
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Stationary rewards: The reward function does not vary from epoch to epoch.
It will be written as 7(s,a), independent of n.

Bounded rewards: There is a finite W such that |r(s,a)] < W for all a €
A, s €S.

Stationary transition probabilities: The transition probabilities will be writ-
ten p(j|s, a), independent of n.

Discounting: Future rewards are discounted by a multiplicative factor \ per
period, where 0 < A\ < 1.

5.1.3 Markovian policies are sufficient

Chapter {4| (Theorem showed that Markovian deterministic policies are optimal
among the class of history-dependent randomized policies for finite horizon Markov
decision process. A stronger result holds in the infinite horizon setting: stationary
deterministic policies, a subset of Markovian deterministic policies, are optimal within
the class of history-dependent randomized policies.

To simplify exposition, this chapter considers Markovian randomized policies in-
stead of history-dependent randomized policies. The following result formally justifies
this simplification. A proof of it appears in Appendix A at the end of this chapter. It
is the consequence of technical Lemma which establishes that given any history-
dependent policy, for each initial state, there exists a Markovian randomized policy
that has the same action selection probabilities at each decision epoch.

Theorem 5.1. For each s € S, given any policy ™ = (dy,ds, ...) € ITHR, there
exists a policy ' = (d}, dj, . ..) € [IM® with the same expected discounted reward
conditional on X; = s.

5.1.4 Matrix and vector representation for stationary policies

To streamline results and simplify many proofs and formulae, value functions and re-
wards will often be represented by (column) vectors and transition probabilities by
matrices. Vectors and matrices are denoted by bold symbols. Key notation is de-
fined below, with all definitions assuming S finite. All concepts can be extended to S
countable, continuous or abstract, but such generality will not be needed here.
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Matrix and vector notation

V: Vector or linear spacd”| of real-valued |S|-dimensional vectors.

v: |S|-dimensional real-valued vector usually representing a value function or
an approximation.

ry: |S|-dimensional vector of rewards corresponding to d € DMR (see equation

(5:2)).

e: Vector with all components equal to one.
e,: Vector with a 1 in the s-th component and zeroes elsewhere.
0: Vector with all components equal to zero.

P.: |S| x |S|-dimensional transition probability matrix corresponding to d €
DMR (see equation (5.3))).

I: |S| x |S|-dimensional identity matrix.

%For our purposes a vector or linear space is a set of elements closed under addition and
scalar multiplication. In addition, several other technical properties hold.

Note that v, ry, e, e; and 0 are elements of V' and the matrices P; and I map
V-=V.

Some further notational conventions follow. Be sure you understand them before
proceeding through the technical parts of this chapter. Assume for concreteness that
S = {s1,...,8n} is M-dimensional. The vector v has components v(s1),...,v(su).
When written inline, (v(s1),...,v(sy)) will denote the column vector v. The transpose
of any vector v will be written vT. So (v(s1),...,v(sy))T" represents a row vector. Note
that components of a vector are not expressed in bold. However, when multiplying a
vector v by a matrix P4, P,v(s;) denoted the s;-th component of the resulting vector.
Notice that the vector v remains bold here, since the quantity of interest is not the
sg-th component of v, but of Pyv.

Operators

We find it convenient, transparent and elegant to use operators to express fundamental
Markov decision process relationships. From the perspective of this book, an operator
T :V — V is a (possibly nonlinear) function that assigns the value Tv € V to each
vector v € V. When V is M-dimensional, T'v has M components. Moreover, in
contrast to how functions are written as f(x), parentheses are not used when writing
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T. Define T'v(s) as the s-th component of T'v and note that 7"v =T ---Tv.

Rewards and transition probabilities corresponding to Markovian policies

Next, consider ry and P, for deterministic and randomized Markovian decision rules.
The s-th component of ry, denoted by 7,4(s), satisfies

r(s,d(s d € DMD
sy = L) 0 -
> aca, walals)r(s,a) d € DMR.
Similarly, the (s, 7)-th component of P4 denoted by P,(j|s), equals
, p(jls, d(s d € DMDP
P - [Pl ) MR -
> aca, walals)p(jls,a) d e DMR.

Note that if the model had been formulated in terms of r(s,a,j), ry would be
replaced by a matrb{ﬂ

Given a policy m = (di,dy, . ..) € IIMR the n-step transition probability matrix P?
is

P: = Pd1Pd2 tre Pdn (54)

with its (s, j)-th component representing p™(X,, = j|X; = s).

Since V' is a vector space, it is closed under addition and scalar multiplication, so
that for ve V, P;v € V, AP4v € V', and most importantly, ry + APgzv € V.

5.1.5 Partial orders

To express the Bellman equation in vector notation, the “max” over a set of vectors
must be defined carefully. Since the definition of a vector space does not include any
notion of an ordering of vectors, the concept of a partial order is needed, in particular
the component-wise partial order. This means that v > u if v(s) > u(s) for all s € S.

Given two vectors, v and u, there are four possibilities: v > u, u > v, u=v or
they are not comparable. An example of vectors that are not comparable are v = (1, 2)
and u = (2,1), since they are not equal, nor is one larger (component-wise) than the
other. Because there exist incomparable vectors, this is a partial order, rather than a
total order.

For the component-wise partial order, a corresponding component-wise maximum
is needed.

2This approach to expressing operators generalizes the approach used to indicate a product of a
matrix (a linear operator) and a vector. If A is a matrix and v a vector, it is standard to write Av
instead of A(v).

3If d € DMP | R4 would represent the matrix with components r(s, d(s), j) with an obvious gener-
alization to d € DMR. This representation will not be used in the sequel.
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Definition 5.1. The component-wise mazximum of a set of vectors vy, ..., vk is
a vector v* that satisfies v > vi for k = 1,..., K and for all s € S, v*(s) = vi(s)
for at least one k =1,..., K. Let c-max denote the component-wise maximum,
written as

v* = c-max{vy,Vvy,...,Vg} (5.5)

If vector vy« achieves the component-wise maximum, then

k* € arg c-max{vy} (5.6)
k=1,...,K

Note that the component-wise maximum vector may not coincide with any of the
vectors over which the component-wise maximum is taken, as the following example
shows.

Example 5.2. Suppose vi = (2,1), vo = (1,3), and v3 = (1,5). Then v* =
c-max{vy, v, v3} = (2,5). Observe that v* ¢ {vq, vy, v3}.

Where the component-wise maximum in a Markov decision process model is used,
the situation in Example cannot occur. In particular, c-max is used when taking
the maximum of values defined over the set of all deterministic decision rules, where
each decision rule is a vector of actions in |S|-dimensional space. Thus, the set of
vectors over which the c-max is taken will correspond to the Cartesian product of the
possible actions in all states, which will coincide with one of the decision rules.

Example 5.3. Consider a two-dimensional example where the first component
can assume values 1 and 2 and the second component can assume values 3 and
5. The set of vectors generated by the Cartesian products of these component
values is

A=1{(1,3),(1,5),(2,3),(2,5)}.

The c-max of this set is (2,5), which is an element of A.

It is worth emphasizing that the component-wise mazximum, c-max, can be found
by mazimizing over each component separately, thus avoiding the enumeration of all
possible combinations of component values. This observation is especially important in
Markov decision process computation, as shown later.

5.1.6 Norms

To establish the convergence of a sequence of iterates of a computational algorithm, a
notion of distance in a vector space is required.
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Definition 5.2. For v € V', define the norm of v by

I[vl} = max o(s)]. (5.7)

This norm is often called the sup—normﬂ It assigns as a “length” to v the absolute
value of its largest component. For example, if v = (—2,1), ||v|| = 2. This norm applies
equally well to non-finite dimensional state spaces where it is appropriate to replace
“max” in by a supremum (hence the name sup-norm). That degree of generality
is not required here. There are many other norms (such as the Euclidean norm) that
could be assigned to vectors in V| but in most of this book only the sup-norm is used.

The sup-norm on V' induces a norm on |S| x |S| matrices Q : V' — V through the
following definition.

Definition 5.3. For Q € V x V', define the matriz norm of Q by

Q[ == sup 1Qv] = rgeagz lq(s, 7). (5.8)

Ivll=1 P

The following easily proved result provides a useful inequality relating matrix and
vector norms.

Lemma 5.1. For v € V and matrix Q : V — V,

1Qvl < [[QIlllvl] (5.9)

The following definition combines the concepts of partial order and norm with a
vector space.

Definition 5.4. A vector space V' together with a partial order > and a norm
|| - || is referred to as a partially ordered normed linear space.

This book (except Chapter [8) focuses on the vector space V' of real-valued |S|-
dimensional vectors with component-wise partial order and sup-norm.

4The sup-norm is often written as || - |00, to distinguish it from other norms such as the Euclidean
norm, which is typically written as || - ||2. For convenience, the subscript on the sup-norm is omitted.
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5.2 The expected discounted reward of a policy

Definition 5.5. The expected discounted reward of policy = € II'R starting in
state s with discount factor \ id%

N

> N (X, V)

n=1

vi(s) = ]\}I_Igo E™

= s] : (5.10)

?Recall Y,, is a random variable that refers to the action chosen at decision epoch n, where
it may be the result of a deterministic decision rule d applied to state X,,, or a randomized
decision rule distributed according to wq(-|Xy,).

Below are two equivalent representations for v§(s). Be sure to note the subtle
distinctions between them. As a result of assuming bounded rewards and discount
factor 0 < A < 1, the bounded convergence theoremﬁ justifies interchanging the limit
and the expectation above to obtain

N

vi(s) = lim E7 DN (X, V) [ Xy =s| = E7 ) NTIr(X,, V) [ Xy :s].
n=1 n=1

(5.11)
Since the expectation of a sum equals the sum of expectations it follows again from
the bounded convergence theorem that

N 00
vl (s) = zéiféoz_: N TIET [r(X,,, Y, | Xy = 8] = ; N LET [r(X,, Y) | Xy = 8]
(5.12)
The representation on the right hand side of (5.12)) will provide the basis for most of

the following development.

5.2.1 Insights into how the expected discounted reward is
evaluated

This section shows why the second representation for v(s) is so important, by looking
into the expectations on the right hand side of (5.12)) in depth. For any n,

E™[r(Xo, V) | X =s1=> ) r(ja W =7Y, =alX; = s), (5.13)

JES a€A;

®The bounded convergence theorem states that if |f,,(s)] < W for all s € S, n > 1 and some finite
value W, then

lim fn( )d8=/ lim f,(s)ds
s

n— oo n—00

When S is finite sums replace integrals.
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where p™ is a probability distribution incorporating both the transition probabilities

and the action randomization distribution (see Section [2.2.3). Thus, combining (5.12)

and (5.13).
- ZZ Z An_lT(j? a)pﬂ—(X - ]7 - a|X1 = S) (514)

n=1 jes aEAJ-

As a consequence of Theorem [5.1] focus can be restricted to @ = (dy,do,...) € TIMR
without loss of generality.

To gain insight into equation , the first three terms in the summation over n
are written explicitly:

n=1: Z r(s, a)wg (als) (5.15)

(IEA]'
n=2: A Y rG s @l) Y plls. ajun als) (5.16)
JES a’€A; a€As
n=3: 23S ki d )@Y S plklaen(@li) 3 plils ahea (als).
keS a'’€A; JjES a'€A; a€As

(5.17)

To derive the first term, note that states j # s will have probability zero and
P (X7 = s,Y] = alX; = s) = p"(Y] = alX; = s) = wg,(als) by definition. Thus,
the first term in the sum is simply the expected reward, where the expectation is with
respect to the conditional probability of actions in decision epoch 1 given state s.

Using the law of total probability and the Markov property, the second term follows
from

PT(Xa =, Ya=d/|X1 =5) =p (Yo = a|[Xa = j, X1 = s)p" (X2 = j| X1 = 5)
= wa, (d'))p" (X2 = j| X1 = 5)
= wdQ(a’llj) Z pﬂ—(XQ = ,]|X1 = 5,3/1 = a)pﬂ—(}/l = (1/|X1 = 5)
a€As

= wa,(a'l7) Y p(jls, a)wq, (als).

a€Ag

Thus, represents the expected discounted reward in decision epoch 2, where
the expectation is with respect to the joint probability distribution of state and ac-
tion at decision epoch 2 conditional on starting in state s at decision epoch 1. This
probability distribution comprises both the distribution of actions that results from
using the Markovian randomized decision rule d5 in state 5 at decision epoch 2 and the
distribution governing the transition from state s in epoch 1 to state 7 in epoch 2. Fur-
thermore, the latter distribution is itself a product of the transition probabilities out
of state s in epoch 1 for the possible actions in epoch 1 and the action randomization
probabilities associated with decision rule d;.
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The third term (5.17) can be derived similarly and is left as an exercise. Its inter-
pretation is similar to the previous term, but extended for one more decision epoch.

Simulating the discounted reward of a Markovian randomized policy

To provide another perspective on equation (or equivalently ), consider
the use of Monte Carlo simulation to estimate the value of a Markovian randomized
policy m = (dy,ds,...). More details on how to implement it and other approaches
appear in Chapter [10]

A challenge when simulating discounted rewards is to account for the infinite num-
ber of terms in . This can be achieved through truncation or using geometric
stopping times. Putting that issue aside until Chapter [0} assume the goal is to obtain
an estimate of the expected discounted reward after truncating it to K terms. The
algorithm is expressed in terms of (s, a, j) and assumes knowledge of p(jls, a).

Algorithm 5.1. Simulating a single replicate of an estimate of v{(s) for
fixed s € S.

1. Initialize: Specify 7 = (dy,dy,...) € IMR s € Sand K € Z,. Set k + 1,
v+ 0.

2. Iterate: While k£ < K:
(a) Sample a from wy, (-|s).
(

)
b) Sample s’ from p(-|s, a).
(c) v(—v—I—)\k Yr(s,a,s).
)
)

(d
(e) k«+ k+1.

3. Terminate: Return v.

Note that if the reward was not a function of the next state steps 2(b) and 2(c)
could be interchanged, with the update replaced by v < v+ \*"1r(s,a). By generating
many sample paths in this way, an estimate of the distribution of v§(s) can be obtained.

5.2.2 Representing value functions as vectors

This section expresses quantities in the previous section using in vector/matrix nota-
tion. Doing simplifies explanations and derivations below.
The first three terms in the sum over n in equation (5.14)) are

n=1: rq(s) (5.18)
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n=2: A ra,(5)Pu(jls) (5.19)
JES

n=3: XN r4,(j)Pa,(jlk)Pa, (k| 5). (5.20)
jeSs

These expressions are the s-th components of ry4,, APy, 14,, and NPy Pg,r,,, respec-
tively. The last term can be written equivalentlyﬂ as \2P2r,, using the two-step tran-
sition probability matrix P2 = Py, Py, .

Letting P? = I, the above pattern suggests that v} has the following closed form
representation:

Vi=) AP, (5.21)
n=1
This infinite sum converges because ||PZ|| =1,0 < A < 1 and

T < - —1'
IVl <, max [r(s,a)](1 =)

Expanding this sum and grouping terms appropriately, yields

Vi =ra, + APy ra, + APy Pyyrg, + - (5.22)
=TIq, + )\Pdl (rdQ + )\szrdg + - ) . (523)

Thus, if 7" = (dy,ds,...) is a new policy that uses the same decision rules as 7 from
decision epoch 2 onwards,

vl =14 + APy vT . (5.24)

This equation can be interpreted as follows: the expected discounted reward as-
sociated with following policy 7 equals the immediate reward associated with using
decision rule d; in the first epoch, plus the expected discounted reward over the infi-
nite horizon, following policy 7’ from the second decision epoch onwards. Equivalently,
this equation may be viewed as the expected value in a one-period problem, in which
the terminal reward is the expected discounted reward associated with 7’

In component form, equation (5.24) can be written in general as

VR () =4, (5) + A D Pay(ls)e (4), (5.25)

jes

6Note the expression P? denotes the n-step transition probability matrix corresponding to policy
m. For stationary policies m = d*°, P7 equals the matrix power P7.
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for all s € S. If m € [IMP| then equation (5.24) becomes

Vi (s) = r(s,di(s) + A Y plils, du(s))o5 () (5.26)

jes

for all s € S. The subtle difference between and is that the former
accommodates randomized decision rules (see equations and (5.3)). Note that
equation is the discounted, infinite horizon generalization of equation from
the finite horizon setting with stationary rewards and transition probabilities.

Writing the above two expressions as expectations will be especially useful in Chap-
ter Regardless of whether 7 is deterministic or randomized

07 (s) = E™[r(X1, Y1) 4+ W (X2)| X, = s]. (5.27)
When the reward is a function of the next state as well, this expression becomes

0T (s) = E™[r(Xy, Y1, Xo) + Mof (X,)|X; = s]. (5.28)

5.2.3 Evaluating stationary policies

Stationary policies play an especially important role in discounted models. Restricting
attention to such policies greatly simplifies the above expressions and more.

Let d® := (d,d,...) denote the stationary policy that uses decision rule d € DMR
in every epoch. In this case, becomes

viT =) N'Piry (5.29)
n=0
and ([5.24) becomes
VT =1+ APV (5.30)

In other words, v~ satisfies the system of linear equations. That it is the unique
solution will now be established.

V=r4+ )\PdV. (531)

A key lemma and its application

The following lemma, which is proved in the book Appendix (see Lemma [B.1), is
fundamental. It provides a matrix generalization of the representation for a convergent
geometric series > °° ja™ = (1 — a)~* when |a] < 1.
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Lemma 5.2. Let Q denote an |S| x |S| real-valued matrix for which QY — 0
as N — oo. Then the inverse of I — Q exists and satisfies

I-Q)'= i Q" (5.32)

Applying it to (5.29) gives:

Theorem 5.2. Suppose 0 < X\ < 1 and d € DMR. Then
viT = (1 - A\Py) 'y (5.33)

and is the unique solution of equation (}5.31)).

Proof. Let d € DMR. Rewriting (5.31)) yields
(I — )\Pd)V =Ty. (534)

As a result of Lemma I — AP, is invertible, since each row sum of AP, is strictly
less than

To establish uniqueness suppose u and v satisfy (5.34). Then (I—APy)(u—v) = 0.
That v = u follows from the invertibility of (I — AP,). O

The following example illustrates the computation of v§  in two ways: direct solu-
tion of the system of linear equations (5.31)) and using representation ((5.33).

Example 5.4. Consider a discounted, infinite horizon version of the two-state
model with a randomized stationary policy d*° that, in every epoch, chooses
action a;; with certainty in state s; and chooses state as; and a2 with equal
probability in state ss.

Solving (5.31)) directly: In component form, (5.31]) becomes
v(s1) =5-0.8—=5-0.24+ A\(0.8v(s1) + 0.2v(s2)) (5:35))
v(s3) = 0.5(=5 - 1) + 0.5(20 - 0.4 — 10 - 0.6) (5.36)
+ A((0.5-0+0.5-0.4)v(s1) + (0.5- 1+ 0.5 - 0.6)v(sy)),

7 Alternatively, it suffices to show that the columns of I — APy are linearly independent. Suppose
to the contrary that the columns are linearly dependent. That is, there exists v # 0 such that
(I - AP,)v = 0, which is equivalent to v = AP4v. In other words, 1 is an eigenvalue of the matrix
AP;. From Theorem in the Appendix, since the largest eigenvalue of a transition probability
matrix is 1, the largest eigenvalue of APy is A < 1, which is a contradiction.
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which simplifies to

v(s1) =3+ A(0.8v(s1) + 0.2v(s2)) (5.37)
v(sg) = —1.5 4+ A(0.2v(s1) + 0.8v(s2)). (5.38)

Solving for v(s;) and v(ss),

3(1—2.7)) . 3(0.6A — 0.5)

dOO
_ — . 5.39
S =g z0ey B BT a0 na ooy (539)
Using (5.33)): From (5.33)):
10 0.8 0.2 1—-0.8\ —0.2\
1=APqs= (0 1) - (0.2 0.8) a ( 02\ 1- 0.8)\) (5.40)

Then

. 1 1-08\ 0.2\ 3
(L= APa)"ra = (1—A)(1—0.6)) ( 020 1- 0.8/\) (—1.5) , (54D)

which can easily be verified to be the same as .

Next, the expected discounted reward for the four deterministic stationary
policies are computed using (5.33). Setting A\ = 0.9, di = (a11,a21), do =
(al,l, CL272), d3 = (CLLQ, CLQJ) and d4 = (CLLQ, CL2’2) y1€1dS

S _ {—21.429} dz _ [27.188} o [—40} and v — {30.147]

2 —-50 |’ Vi 25.625| 7 A —50 2 27.941|°
Observe that vf\lzo > Vigo > vii\To > vigo so that the stationary policy dg° is
optimal within the class of stationary policies. This implies d3° is optimal, once
it is established that stationary policies are optimal within the class of all policies,
which is done below.

. J

Properties of (I — \P,)™!
From Lemma [5.2] it follows immediately that:

Theorem 5.3. Suppose 0 < X < 1 and d € DMR, then

(I—\P,)~ Z AP (5.42)
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Several properties of (I — AP;)~! appear in the following lemma.

Lemma 5.3. Suppose 0 < A < 1 and u,v € V. Then, for any d € DMR:
1. If u > 0, then (I — APy)'u>u>0.
2. Iffu>v, then (I—AP;)'u> (I—- AP, 'v.

3. M= APy te=(1—-X)"Te.

Proof. From Theorem
(I—)\Pd)’lu:u+)\Pdu+)\2P3u+... >u>0

since A > 0 and all entries of P; are non-negative. The second result follows by
applying the first result to u — v. The third result follows from ([5.42)), the fact that
P,e = e and the formula for the sum of a geometric series. O]

5.3 Optimal policies and the Bellman equation

This section defines optimal policies for discounted models, introduces the Bellman (op-
timality) equation and shows that the existence of a solution to the Bellman equation
implies the existence of an optimal policy that is stationary.

5.3.1 Optimal policies

Definitions of optimal policies and optimal value functions for infinite horizon dis-
counted models follow.

Definition 5.6. An optimal policy 7 € IR satisfies

o (s) 2 () (5.43)

for all 7 € TT"R and s € S.

Definition 5.7. The optimal value function vi(s) is defined by

vy(s) :== sup vi(s) (5.44)

for all s € S.
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Definition 5.8. For any € > 0, an e-optimal policy 7€ € TTHR satisfies
vy (s) > vi(s) — € (5.45)

for all s € S.

These definitions are similar to those in finite horizon models under the expected
total reward criterion. Recall that in finite horizon models with finite action sets,
Markovian deterministic policies are optimal within the class of history-dependent ran-
domized policies. In infinite horizon discounted models with stationary rewards and
transition probabilities, a stronger result holds, namely that stationary deterministic
policies are optimal within the class of history-dependent randomized policies. Theo-
rem provides the main result of this section. The remainder of the section develops
the necessary machinery to establish it. The assumption of finite action sets is added
for emphasis.

Theorem 5.4. Suppose A, is finite for each s € S. Then there exists 7* € II5P
for which

vy (s) = v3(s)

for all s € S.

The main consequence of this theorem is that the search for optimal policies can
be restricted to the class of stationary deterministic policies}

5.3.2 The Bellman equation for a discounted model

Chapter [4] showed that in a finite horizon model, the following sequence of recursive
equations together with a terminal condition (re-expressed in the notation of this chap-
ter) could be used to determine optimal value functions and policies:

vn(s) = max {7"(8, a) + A Zp(j\s, a)vn+1(j))} : (5.46)

Informally, passing to the limit on both sides of (5.46]) suggests that the Bellman
equation for a discounted model should be of the form:

8Note that stationary optimal policy and optimal stationary policy are two different concepts. The
former refers to the fact that the optimal policy is stationary. The latter refers to the best stationary
policy among all stationary policies, but it may not be optimal among all policies, including those
that are non-stationary. The focus here is on the former.
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v(s) = max {T(S, a) + /\Zp(j|s, a)v(j)} : (5.47)

aGAs R
jES

The following development will show that this heuristic derivation is justified by
showing that the Bellman equation has a unique solution and that the solution equals
the optimal value function.

Vector form of the Bellman equation and c-max notation

Equation (5.47)) can be expressed in vector notation as:

v = c-max {ry + APyv}. (5.48)

de DMD

It is important to observe that the vector Bellman equation uses c-max instead of
maxﬂ. The use of the expression c-max on the right-hand side of emphasizes
that the maximum is taken component-wise. This means that given a v € V, for each
s € S one evaluates

r(s,a) + A p(jls, a)o(j) (5.49)
jes
for each a € A, and then sets the right hand side of to the vector of values that
achieve this maximum. Example expands on this point and emphasizes that the
maximum can be taken component by component, thus avoiding enumerating |As, | X
|Ag, | X ... X |Asg,, | Markovian deterministic decision rules.
The expression

d* € argc-max {ry + APv} (5.50)

de DMD

9The c-max notation is not standard, but in our teaching experience, using max instead was a
source of confusion among students. When the equation was written with max instead of c-max, it
was frequently interpreted incorrectly to represent the process of:

1. Enumerating all decision rules.
2. Evaluating rg + AP4v for each decision rule d.
3. Setting maxgzec pmo {ry + AP4v} to the maximum value obtained in step 2.

Such an approach runs contrary to the dynamic programming principle of reducing a complex problem
into a series of simpler problems that can be analyzed state by state.
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indicates that the decision rule d* is obtained by choosing

d*(s) € argmax {7’(8, a)+ /\Zp(j|s, a)v(j)}

aeAs jGS

for each s € S.

5.3.3 The maximum return operator

Definition 5.9. The mazimum return operator or Bellman operator L : V —V
is defined as
Lv :=c- AP, v} 5.5l
M C o By S ARG (5.51)

This is a nonlinear operato that is applied to a vector v € V and returns the vec-
tor of values associated with the deterministic decision rule that obtains the component-
wise maximum of ry + A\Pyv. Note that for v € V, Lv is a vector in V and its s-th
component is represented by Lv(s). Using L simplifies notation, makes proofs more
transparent and suggests analyses for other optimality criteria.

The following lemma is a direct application of Lemma expressed in vector no-
tation. It asserts that the component-wise maximum over Markovian deterministic
decision rules equals the component-wise maximum over Markovian randomized deci-
sion rules. Note it doesn’t require that A be less than 1.

Lemma 5.4. Forany ve Vand 0 < A <1

- AP = c- AP v}. 5.52
St tra+ APavh = Captra + APav} (552)

Consequently (5.48)) can be expressed] as

Bellman equation: operator notation

v =Lv. (5.53)

A solution of equation (5.53)) is called a fized point of L. Theoretical results regard-
ing existence of a fixed point for a contraction mapping, which is defined below, are
used to prove that the Bellman equation has a unique solution.

10Tp a finite state and action model, L is piecewise linear and concave.

' This representation indicates why this book typically refers to the Bellman equation in the sin-
gular and not “Bellman equations”. However, in some instances, when the corresponding system of
equations is written in component notation, they may be referred to as the Bellman equations.
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Define the operator Ly : V — V for d € DMR as
LdV =TIy + )\PdV. (554)

That is, Ly gives the value of using decision rule d for one period and then receiving a
terminal reward v. Note that the fixed point equation Lyv = v previously appeared
as where it was shown that v§ is the unique fixed point of Ly when 0 < X < 1.

The expression L?v corresponds to applying L to v twic Since Lv € V, it is in
the domain of L, so that the operator L can be applied to it yielding L?>v = L(Lv). In
general L"v = L(L" 'v).

Contraction mappings

Contraction mappings are an important analytic concept that is fundamental to estab-
lishing many key results in this chapter and Chapter [6]

Definition 5.10. An operator T': V — V is a contraction mapping on V with
modulus k, if for all u and v in V there exists a scalar 0 < k < 1 for which

|Tv —Tu| < klv—ul. (5:55)

It is easy to show that for any n > 1,

|77 — Tl < &"|lv - ul]

A normed linear space is said to be complete if whenever ||v" —v™| — 0 as m — oo
and n — oo, there exists a v* € V for which ||[v" — v*|| — Note that the set of
real numbers is complete, while the set of rational numbers is not. In the context of
this book, the set of all |S|-dimensional real vectors, V', is complete.

The following result, often referred to as the Banach fixed point theorem or the
contraction mapping fized point theorem will be the basis for establishing a unique
solution of the Bellman equation expressed as Lv = v.

12Tt does not mean squaring Lv which would be written as (Lv)2.
1BEquivalently, a normed linear space is complete if every Cauchy sequence converges to an element
of that space. A complete normed linear space is called a Banach space.
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Theorem 5.5. Banach Fixed Point Theorem
Let V be a complete normed linear space and T': V' — V be a contraction
mapping. Then:

1. there exists a unique v* € V' that satisfies Tv* = v*, and
2. for any v? € V| the sequence {v",n =0,1,2,...}, defined by

vt = Ty = Trriy0 (5.56)

converges to v*. That is, ||[v"* — v*|| — 0 as n — oc.

Proofs of this result are widely available and surprisingly straightforward. This
result is important because when T is a contraction mapping, then the first part of
Theorem establishes the existence of a unique fixed point for 7" in V. The second
part establishes that repeated application of the recursion v < T'v, converges to a
fixed point of 7.

Proposition 5.1. Suppose 0 < A < 1. Then the operator L defined in (5.51)) is
a contraction mapping on V' with modulus A.

Proof. LetEr] u and v be elements of V. Fix s € S and assume without loss of generality
that Lv(s) > Lu(s). Then by the finiteness of Ay, there exists an a € A for which

r(s,a)+ A Y p(jlsad)o(i) = max {r(s,0) + A3 plils, @)ui)} = Lv(s). (557

Since a? need not be a maximizer of Lu(s),

r(s,a3) + A p(jls, al)u(j) < max {( a) + A plils, a)u(j)} = Lu(s). (5.58)

JES jeSs

Subtracting (5.58) from (5.57) and noting the assumption that Lv(s) > Lu(s), it
follows that

0 < Lv(s)— Lu(s)
< r(s,a2) + 33 plils, ae() - (( @)+ 23 (il a:)u(j)>
jes jes

=AY plils, ) (00) — () <ADplils.ad)lv -]

JjES JjES

1 The proof uses component notation because two vectors need not be comparable. Note also for
scalars, that = < y does not imply |z| < |y|. It requires 0 < z < y.
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= A|v—nu|.

Since s was arbitrary and a similar result holds for Lu(s) — Lv(s) assuming Lu(s) >
Lv(s), it follows that
[Lv — Lul| < Alv — ul

completing the proof. O

Combining the above results and noting that the set of real-valued n-dimensional
vectors V' is complete leads to the following important result.

Theorem 5.6. Suppose 0 < A < 1. Then Lv = v has a unique solution in V.

Note that by replacing DMP with a single decision ruld'® d € DMP| this result
also establishes that v§~ is the unique fixed point of Lyv = v in V. As a result
of Lemma it generalizes to d € DMR to give the following result that previously
appeared as Theorem and was proved without appealing to the Banach fixed point
theorem.

Corollary 5.1. For each d € DMR v{™ is the unique fixed point of Lyv = v in
V.

5.3.4 Existence of an optimal value function

That the solution of the Bellman equation is the optimal value function follows from
the following important theorem, which also can be used to derive upper and lower
bounds on the optimal value function.

Theorem 5.7. Let 0 < A < 1. If there exists a v € V for which:
1. v > Lv, then v > v},
2. v< Lv, then v < v} an

3. v = Lv, then v = v}. Moreover, it is the unique solution of this equation.

Proof. To prove the first result, choose an arbitrary policy m = (dy, d,...) € IIM? and
an € > 0.
Combining Lv > v with Lemma [5.4] it follows that

v>Lv= g—erlr)lg%({rd + AP,v} = gé%lgg{rd + APV} > 1,4+ APgv

15This “trick” will be used on occasion in the sequel to obtain results for individual policies by first
establishing results in terms of the maximum return operator.
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for all d € DM®. Hence
vV >r14 + APy V > 14 + APy (rg, + APy, V) =14, + APy g, + NPy Pyv
Repeating this argument, it follows that for n > 1,
v >ry +APgrg, + -+ NP e, 4+ A"PY
— v} — i NPrrg  + A"Plv
k=n

where the last equality follows from the definition of v in (5.21). Choosing n suffi-
ciently large, ensures that each of the last two terms can be bounded above in norm
by €/2. This establishes that

VvV > V) —ee

for any € > 0 and 7w € IIME,
From this inequality and Theorem [5.1] it follows that

V> sup V) = sup Vj = V)
nellMR nellHR

which proves part 1.
To prove the second result, since

v < Lv = c-max{ry + A\P,v},
de DMD

there exists a specific d € DMP for which v < ry + AP4v. Hence
A% S ry+ /\PdV S ry+ )\Pd(I‘d + /\PdV) =rg+ )\Pdrd + )\QPZV

so by repeating this argument, it follows that

o
v < E NP, = v < osup v,

n=1 TI'GHHR

as desired.
Combining parts 1 and 2 establishes that if v = Lv, v = v3}. m

Combining Theorem [5.7] with Theorem [5.6] yields the following fundamental result.

Theorem 5.8. The optimal value function v} is the unique solution to the
optimality equation

= Lv =c- AP v} 5.59
V= L= emagirasis AP v (5.59)
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A version of Theorem [5.7]in component notation follows. It will be especially useful
for formulating a discounted Markov decision process as a linear program in Section

5.9

Corollary 5.2. Let ve V.

1. If
v(s) > max {r<s,a> = Azpms,a)v(j)}

ac€Ag
jes
for all s € S, then v(s) > vi(s) for all s € S, and
2. If
v(s) < max qr(s,a) + )\Zp(jlsaa)v(j)}

aGAs .
jeS

for all s € S, then v(s) < wvi(s) for all s € S.

3. The optimal value function v}(s) is the unique solution of

v(s) = max {T(s,a) + /\Zp(ﬂs,a)v(j)} :

(J,EAS R
JjES

5.3.5 Existence of an optimal stationary policy

This section shows how to find an optimal policy from a solution of the Bellman
equation v}. The following is the fundamental result.

Theorem 5.9. Suppose there exists a d* € DMP satisfying

d* € argc-max{ry + A\P,v}}. (5.60)

dEDMD

Then (d*)* is an optimal deterministic stationary policy.

Proof. Consider any decision rule d* € DMP satisfying (5.60). Then

* * * * *
vy = Lv) = 2283%{{“ + AP v} =g + APg v} = LgV)

But since v{¢)” is the unique solution of Lgv = v, it follows from Corollary that
vi?)™ = v, Hence (d*)>° is optimal O
\ =v}. ptimal.

Note that this result shows that a stationary policy derived from any d* satisfying
(5.60) is optimal. Moreover, if more than one policy is optimal, any policy that ran-
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domizes between actions chosen by different deterministic policies is optimal. This is
particularly relevant because some policies with the same expected discounted reward
might have smaller variance.

What is required to ensure that such a d* exists? Clearly when A, is finite for each
s € S this holds, but it holds in greater generality under continuity and compactness
assumptions.

A restatement of this result in component notation follows.

Corollary 5.3. Suppose for all s € S there exists an a} satisfying

a, € arg max {r(s, a) + Z Ap(jls, a)vf\(j)} (5.61)

acAg jes

and let d*(s) = af for all s € S. Then (d*)* is an optimal policy.

The following terminology will be useful.

Definition 5.11. A stationary policy (d*)> where d* satisfies is said to
be a greedy policy. A decision rule satisfying is said to be a greedy decision
rule and an action satisfying is said to be a greedy action. Decision rules
and actions selected in this way are said to be chosen greedily.

Two examples

Example 5.5. This example revisits the two-state model. After simplification,
the optimality equations in component form are given by

v(s1) = max{3 + A(0.8v(s1) + 0.2v(s2)), 5 + Av(sq)} (5.62)
v(s2) = max{—5 + Av(s2), 2 4+ A(0.4v(s1) + 0.6v(s2))}. (5.63)

Direct computation in Example based on enumerating all stationary policies
showed that when A = 0.9, the stationary policy d3°, where dy = (a12,a22),
is optimal and the optimal value function is Vizo = (30.147,27.941). It can be
easily verified that this value function satisfies the Bellman equation. In fact,
dy° is the optimal stationary policy for all A, which is left as an exercise to show.

The following example illustrates an algebraic solution of the Bellman equation.
Because of its simple structure, solving it does not require enumeration or knowledge
of the optimal value function a priori. In contrast to the previous example, it also
shows that an optimal policy may depend on the specific value of \.
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Figure 5.2: The three-state Markov decision process from Example|5.6|to illustrate the
effect of varying A on the optimal policy.

Example 5.6. Consider a three-state Markov decision process with S =
{51,802, 83}, A5, = {a1,a2}, A5, = {b1} and A, = {b>}, shown in Figure 5.2
Under action aq, the process generates a reward of 5, transitions to state sy with
probability 1 and then remains at state sy forever. Subsequent self-transitions in
state sy, (under action b ), generate a reward of 0. Under action as, the process
generates a reward of 4, transitions to state s3 with probability 1, and then re-
mains at state sz forever. Subsequent self-transitions in state sz, (under action
by), generate a reward of 1. The horizon is infinite and the discount factor is A.
The Bellman equation for this model is:

v(s1) =max{5 + \v(s2),4 + Av(ss)}
v(s2) =0+ Av(s)
v(s3) =1+ Av(s3)

Because of the simple structure, these equations can be solved directly to obtain

max {5,4+ /(1 =A)} s=s;
vy(s) =40 5 = S,

1/(1=X) s = 83,

The solution depends on A as follows:

wi(s) = 4° 0<A<05
MW T a4+ 0/0-))  05<A<1

Thus, from ([5.60) the stationary policy that uses action a; in state s; is optimal
when 0 < A < 0.5 and the stationary policy that uses action as in state s; is
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optimal when 0.5 < A < 1. Note that both actions are optimal at A = 0.5, which
means that a randomized policy is also optimal at A = 0.5.

Intuitively, small A values mean that future rewards are heavily discounted
relative to immediate rewards, so the decision maker would prefer to take the
larger immediate reward of 5, and forego all future rewards. On the other hand,
a large A means that it is better to take the smaller initial reward of 4, but
be assured of a future, infinite stream of rewards of 1, even though they are
discounted.

Demonstrating that there exists an optimal stationary policy in Theorem re-
quired first finding v}. While an enumeration approach in Example may be feasible
for small “toy” problems, it is not scalable to larger problems. Thus, subsequent sec-
tions present algorithms to compute v} and corresponding optimal stationary policies.

5.4 State-action value functions

Section introduced the concept of a state-action value function. This concept
will not be central to this chapter, it is include for ease of reference. They will be
fundamental in Chapters [10] and

For a discounted model, define the state-action wvalue function corresponding to
policy 7 for m € IR denoted by ¢ (s, a), to be the infinite horizon expected discounted
reward when choosing action a € A, in state s € S at the current decision epoch and
using policy 7 subsequently. Consequently,

a3 (s,a) = r(s,a) + A Y p(jls, )0} () (5.64)

JjeS

Similarly, define the optimal state-action value function, denoted by ¢}(s,a), to be
the infinite horizon expected discounted reward when action a € A, is chosen in state
s € S at the current decision epoch and the optimal policy is used subsequently. It
satisfies

4i(s,0) = r(s,0) + A " pljls, a)ui () (5.65)
jes
for all a € A; and s € S. When an optimal policy 7* exists, is equivalent to
with 7 = 7*.

When either v (s) or vi(s) are available the above two representations can be used
to evaluate the state-action value functions. However, from the perspective of their
intended use, recursions expressed directly in terms of either ¢f(s,a) or ¢i(s,a) are
preferable.
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5.4.1 State-action value function recursions for a fixed policy
When 7 = d* for some d € DMP,

vl (s) =i (s, d(s)).
Hence from (|5.64)

a8 (s,a) = r(s,a) £ A Y plils, @)l (4, d(5))- (5.66)

jes

When the reward depends on the subsequent state, (5.66)), can be expressed as

= 3 plils ) (s, d) 4 A ) ). (5.67)

JjES

When d*° is randomized, the state action value function satisfies

Zm\sa( $,0,5) + X Y wald|s)gd ,a’))- (5.68)

JES a’€A;

Observe that in contrast to the standard value function recursion

v =r(s,d(s +/\ij|3(1 )

jeSs

the decision rule d(s) in ([5.66) only appears in the g-function, and not the reward
function or transition probabilities.
5.4.2 Bellman equation for state-action value functions
It follows from the Bellman equation (5.47)) that
vi(s) = maxq;(s, a).

Consequently, the optimal state-action value function may be represented as follows.

Bellman equation for state-action value functions
For s € S and a € A,

a5(s,a) = r(s,a) + A Y _p(jls,a) max 3 (j, a') (5.69)

jES

or, when the reward depends on the subsequent state,

qx(s,a) Zp (J]s,a ( s, a j)—i—)\maxq/\(], )) (5.70)

JES




CHAPTER 5. INFINITE HORIZON MODELS: EXPECTED DISCOUNTED REWARD217

Choosing d*(s) € argmax,c,_ ¢*(s,a) produces an optimal stationary policy.
Written as an expected value, ((5.69)) is equivalent to

q*(s,a) = B* |:7“(X, a) + A max ¢" (X', a")

a’EAX/

X =sY= a] , (5.71)

where (d*)* is an optimal policy for the discounted model and X’ is distributed ac-
cording to p(:|s,a). When r(s,a, j) is the model primitive, (5.70)) becomes:

q*(s,a) = B¢ |:7"(X, Y, X')+ X\ max ¢" (X', d)

CL'EAX/

X=sY= a] . (5.72)

Observe that these two expressions differ from those representing the Bellman equation
based on the value function. Here, the maximization is inside the expectation. While
this difference is unimportant in this chapter, it will have a significant impact in Chap-
ters [10] and [11], where expectations are estimated by random draws from a transition
probability distribution or samples from the environment. As before, may be
viewed as special case of when A, = {d(s)}.

5.4.3 An example

This example derives the Bellman equation in component form for the two-state model
using representation ([5.70)). For s = sq,

q(s1,a11) = p(s1]s1,a1,1) (7"(817 aiq,s1) + A max g(sq, a))

aeAs1

+ p(sas1,a11) (7“(81, aiq,s2) + )\;Ielgx q(s2, a))

S2

=0.8 (5 + A max ¢(sq, a)) +0.2 (—5 + A max ¢(sq, a)) (5.73)
GGAsl CLGASQ
=3+ 0.8X max q(s1,a) +0.2) max q(s2,a), (5.74)
a s1 a S9o

and since under a, 5 the only possible transition is to ss,

q(s1,a12) = p(S2|s1,a1,2) <T(817 a2, 52) + A max ¢(s, a))

ac s9
=5+ A max q(s3,a).

aEA52

When s = so,

Q(Sz, 6L2,1) = P(82|52, a2,1) (T(S% a1, 32) + A max q(Szy a))

ac 59

= —5+ A max ¢(s2,a)

aeAS2
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and

q(s2,a22) = p(s1]s2, az2) (7’(32, as2,51) + Agggx q(s1, a))

51

+ p(S2|s2, az2) (7”(52, as2,S2) + A max q(s2, a))

ac s9

=04 (20 + A max ¢(sq, a)) +0.6 (—10 + A max ¢(sa, a))

CLGAsl aeAS2

=2+ 0.4\ 0.6\ .
+0.4) max q(s1,a) + max q(s2,a)

Note that (5.73) is of the form (5.70) and (5.74) is of the form (5.69). The for-

mer would be the basis of a simulation model that generated 5 + A max,ea,, q(s1,a)
with probability 0.8 and —5 + Amax,ea,, q(s2,a) with probability 0.2 corresponding
to probabilities of transitions under action a;; in s;.

From Theorem M below, ¢;(s,a) is the unique solution of these equations. It is
left as an exercise to solve these equations and show that holds.

5.4.4 Existence of solutions to the Bellman equation for state-
action value functions*

Establishing the existence of solutions to either or follows the same con-
traction mapping approach as when the Bellman equation was expressed in terms of
value functions.

Let V,, denote the set of real valued functions on A, x A, X. .. x Ay, or equivalently,
indexed by the state s and action a. For an element q € V,, define its norm by

lall = max, lq(s, a)l.

Note maxges qea, |¢(s, a)| = maxses maxqea, |q(s, a)l.

Analogous to the operator L : V' — V, define the (s, a)-th component of F': V, — V,,
by

F = ' ,a’). .
als,a) :==r(s,a) + Ay p(jls, a) max q(j,a’) (5.75)
jes

The following result establishes that the operator F'is a contraction mapping on V; so
that as a result of the Banach fixed point theorem, there exists a unique solution to
Fq=qinV,

Proposition 5.2. Suppose 0 < A < 1. Then the operator F' defined in (5.75) is
a contraction mapping on V, with modulus A.
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Proof. Let q; and g2 be elements of V. ThenEGI

| Far — Fqs| :segf?éi;s r(s,a) +)\Zp (J|s,a) maqu(j, N —r(s, )\Zp (jls,a) r11a><;q2(]7 )
JES jes
Y : .
86%}(??145 ]ezsp(]|57a)21€a}§QI(j7 Jezsp j‘S Cl) man2(j7 )

<A max Zp jls,a)

SES,a€A;

maqu(y, ") — max ¢2(j, ")
a'EAj

< A max Zp i|s, a)maXIch(j, ") — q2(j,a")|

s€S,acAg
jES
< — i d
<A max Zp jls, @) max max g1 (j @) = 2(j @)
= Mla —Q2H-

]

As a consequence of the above Proposition, applying the Banach fixed point theorem
(Theorem [5.5)) yields the following important result.

Theorem 5.10. Suppose 0 < A < 1.
1. Then the equation F'q = q has a unique solution q* € V.

2. For any q" € V,, the sequence (q"), n =0, 1,... defined by q"*! = Fq" =
Frtlq® converges to q.

5.5 Spans, bounds and other technical concepts

This long and rather technical section serves as a bridge to the analysis of computational
algorithms. The key results appear as Theorems [5.12] [5.13] and [5.14}

A formal statement of an iterative algorithm for solving an infinite horizon Markov
decision process requires:

1. a stopping criterion,
2. an estimate of the optimal value function at termination, and

3. an estimate of the optimal policy at termination.

16The proof uses the inequality max,c 4 |f(a) —g(a)| > | max,ea f(a) —max,e4 g(a)| for real-valued
functions f(a) and g(a) on a set A. A proof of this result is left as an exercise.
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Terminating such an algorithm requires determining when the difference in value
between successive iterates is sufficiently small. This requires a concept of distance
between two vectors. Section [5.1.6 introduced the norm || - ||; two vectors u and v are
close if ||lu — v|| is small. However, using an alternative construct, referred to as the
span of a vector, may detect convergence sooner.

Moreover, the span:

1. provides bounds on the distance of the value of a stationary policy derived from
the “current” greedy decision rule to the optimal value function,

2. is the basis for identifying sub-optimal actions, and

3. provides enhanced estimates of the optimal value function.

5.5.1 Spans and span contractions

Definition 5.12. The span semi-norm or simply the span, sp(v), is defined as

sp(v) = max v(s) — rsnelg v(s). (5.76)

It is easy to show that the span is a semi—normm Moreover, for v € V:
1. sp(v + ke) = sp(v) for any scalar k,

2. sp(v) = sp(—v), and

3. sp(v) < 2|v]l.

The first property means that sp(v) = 0, implies that v is a constant vector. On the
other hand, ||v|| = 0, implies that v = 0. Hence the span and the sup-norm measure
different properties of a vector. The norm measures how close it is to 0 while the span
measures how close it is to a constant vector. Note that the third condition is satisfied
with equality when, for example, v = (1, —1).

Y7A semi-norm o(v) on V is a real-valued function that satisfies the following properties:
1. o(v) >0forall vevV,
2. o(v+u)<o(v)+o(u) forvanduin V,
3. o(kv) = |k|o(v) for scalar k and v € V.

This is a semi-norm (and not a norm) because o(v) = 0 need not imply v = 0.
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Why the span is useful?

This section will show that under mild conditions, transition probability matrices have
contraction properties with respect to the span. They are based on the following more
general observation, which is stated without proof¥]

Proposition 5.3. Let Q denote an K x M matrix where each row of Q is
probability distribution on {1,..., M}. Then for any M-dimensional vector v,

sp(Qv) < ysp(v) (5.77)
where
M
Y B D Q). Q) (5.78)

Moreover, there exists a v for which ((5.77) holds with equality.

When v < 1 this result implies that the elements of Qv will be closer together than
those of v. In other words Qv is closer than v to a constant vector.

The main application of Proposition in this book is when Q = P4 so that
K = M = |S| and Q is a transition probability matrix corresponding to a Markovian
decision rule d.

Proposition 5.4. For any d € DMR| transition probability matrix Py : S — S,
and v eV,

sp(Pav) < vasp(v), (5.79)
where
Y= 1-— sgelgxszmm{Pd (j1s), Pa(jlu)} (5.80)

Moreover, there exists a v € V for which (5.79) holds with equality.

The quantity v4 is referred to as the delta coefficient of P4. It provides an upper
bound on the second largest eigenvalue (sub-radius) of P4. Note that (5.80]) is not
intended for computationﬂ but rather to provide insight into the meaning of ;. In

18 A slightly less general version of this result is stated and proved in |Hiibner [1977] and restated as
Proposition 6.6.1 in [Puterman| |[1994].
19 Alternatively

1
a P P P . _P . _;'_.
=3, $§§X52| 4(j]s) = Pa(jlu)| = (s.,ff)l??xsj;( 4(j]s) — Pa(jlu))
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particular, when Py = I or when P4 has exactly one 1 in each row and column, direct
computation using establishes that 754 = 1. On the other hand if the rows of Py
are equal, it is easy to see then v4 = 0.

Note that the following simpler expression 7/, provides an easier to compute upper
bound on vy:

b g . .
Ya<p=1- min Fy(js)- (5.81)
jes
From Lemma [5.1] it follows for any Markovian decision rule that

[Pavl] < [[Pal[|[v]] = [Iv],

so in contrast to the span, P, is not a contraction with respect to the norm.

Example 5.7. This example computes 7, for the Markov deterministic decision
rule d(s1) = ay1, d(s2) = ag; in the two-state model. Since

0.8 0.2
Pd — |: 0 1 :| )
for any v = (v, v9),
Py — [0.8?)1 + 0.21)2] .
Vg
Hence
sp(Pgv) = |0.8v; — 0.8v3] = 0.8|vy — va| = 0.8sp(v).

Thus

sp(Pgv) = 0.8"sp(v)

so that sp(P}v) converges to 0 for any v € V.

Direct computation shows that 74 = v, = 1 — (0 + 0.2) = 0.8 in agreement
with the above calculations. Note also that the eigenvalues of P, equal 1 and
0.8 and that v, equals the second largest eigenvalue of P[]

It is left to the reader to compute the values of 74 and v}, and the corresponding
eigenvalues for the three other Markovian deterministic decision rules.

®For any square matrix, the sum of the diagonal elements (the trace) is equal to the sum
of its eigenvalues. Since 1 is an eigenvalue of any finite transition probability matrix, for a
2 X 2 transition probability matrix one can find the second eigenvalue by subtracting 1 from
its trace.

The following theorem identifies broad classes of transition probability matrices for
which 7; < 1. It is one of the few results for discounted models that depend on the
structure of Py. It is a consequence of the Perron-Frobenius Theorem, which appears
as Theorem in the book Appendix.
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Proposition 5.5. Let d € DMP. Suppose the Markov chain corresponding to
P, is either’

1. regular or
2. has a single irreducible set and a non-empty set of transient states.

Then v4 < 1.

?See Appendix E for definitions of the concepts below.

Note that the matrices

10 0 1
Pd:[o 1] or P:L 0}.

do not satisfy the hypotheses of Theorem The one on the left has two closed classes
and the one on the right is periodic so it is not regular. On the other hand the matrix
in Example [5.7] satisfies the second condition in this theorem.

Span contraction mappings

Establishing that L is a span contraction with modulus at most A requires the following
application of Proposition with a different choice for Q defined in the following
proposition.

Proposition 5.6. Let & represent a Y ¢ [As| x |S| matrix where each row
consists of the vector of probabilities p(-|s,a) for a different (s,a)-pair where
s€ Sand a € A,. Then for any veV

sp(2v) < v*sp(v), (5.82)
where
3 — 1 _ . . . . , / < 1' .
v sesaed™ B ven, ; min {p(j|s,a),p(j|s’,a’)} < (5.83)
J

Moreover, there exists a v € V' for which ([5.82)) holds with equality.

%The order of the rows is material for what follows.

The following theorem is the main result of this section. Its proof is quite subtle
but uses some of the same arguments that were the basis for establishing that L was
a sup-norm contraction.
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Theorem 5.11. For any v and uin V, and 0 < A < 1, there exists y* < 1 such
that
sp(Lv — Lu) < My*sp(v — u). (5.84)

Proof. Choose v and u in V' and let Markovian deterministic decision rule d, and dy
be greedy with respect to v and u respectively. Then

Lv — Lu S Lde — Ldvu = /\Pdv(V — 11)

and
Lv —Lu > Ly v — Lgu= APy, (v—u).

Since Py, and Py, consist?Y] of rows of £, it follows that

— < — < —
max (Lv(s) — Lu(s)) < )‘Teag(Pdv (v—u) < )\r?eag( P(v—u)

and
min (Lv(s) — Lu(s)) > Amin Py, (v — u) > Amin Z(v — u).

ses ses ses

Combining these two inequalities and applying Proposition gives the desired result
that
sp(Lv — Lu) < Asp(Z(v —u)) < \y*sp(v —u).

]

Note that in most settings, v* cannot be easily determined a priori. Moreover,
there is no need to do so. When either of the conditions in Theorem [5.5] holds and the
sets of states and action are finite, v* < 1. Hence, in this case the contraction modulus
with respect to the span semi-norm is strictly less than that of the sup-norm that is,
Ay* < A. This suggests that algorithms of the form v <— Lv will terminate faster when
using the span as a stopping criterion.

But when v* = 1, as long as A < 1, L will remain a span contraction but with
modulus possibly equal to A\. Note the subtle point that algorithms of the form v « Lv
might indeed converge faster with respect to the span because the series of greedy
decision rules chosen might all have y; < 1 even when v* = 1.

The following example illustrates these calculations.

20Since P4, need not equal Py, the use of &2 is required to ensure that the maximum and minimum
are with respect to the same quantity.
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Example 5.8. In the two-state model

0.8 0.2
0 1
=1, 1 (5.85)

0.6 04

where the first two rows correspond to (si,a;1) and (s1,a12) and the last two
rows to (sg,a91) and (s9,as29). Direct calculation shows that v* = 0.8. Hence
the contraction modulus with respect to the span is 0.8\, while that with respect
to the norm is A.

Restricting the set of possible decision rules to a single decision rule d leads to the
following corollary, which can easily be proved directly.

Corollary 5.4. For any d € DMP vand uin V, and 0 < \ < 1,
sp(Lqv — Lgu) < Aygsp(v — u), (5.86)

where 74 is defined in ([5.80)).

5.5.2 Properties of Lv — v

The quantity Lv — v plays an important role in deriving bounds, eliminating actions
and proving convergence of several iterative algorithms. Since it arises so frequently,
the operator B is defined to represent it.

Definition 5.13. The optimal one-step improvement operator is the operator
B :V — V defined by
Bv :=Lv —v. (5.87)

Note that the Bellman equation Lv = v can now be expressed as

Bv=0 (5.88)

so that solving the Bellman equation may be regarded as finding a zero of B. This
observation will be important when analyzing policy iteration below. For completeness,
define the operator By on V by By := Lsv—v. Using this notation, Bv can be rewritten
as Bv = c-maxyepup Byv.

Figure shows each component of Bv as a function of the components of v for
the two-state model. Because there are only two states, the components of v can be
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(a) Bv(sy) as a function of v(s1) and v(s2).  (b) Bv(s2) as a function of v(s1) and v(s2).

Figure 5.3: Each components of Bv as a function of the components of v for the
two-state example.

shown on the horizontal axes and the value of each component of Bv on the vertical
axis in a separate figure.

Observe that in each case the surfaces represent the maximum of two hyperplanes,
each corresponding to a different action. Hence each component is piecewise linear
and convex. Moreover Bv(s;) is non-decreasing as a function of v(s;) for each fixed
value of v(sg) and Bv(sy) is non-increasing as a function of v(sy) for each fixed value
of v(sy).

To get another perspective on the form of Bv, Figure|5.4] provides a one-dimensional
plot of Bv(s;) as a function of v(s;) when v(sq) equals its optimal value 27.941. Observe
that it is the maximum of two lines, each corresponding to one of the deterministic de-
cision rules and that it is convex non-increasing in v(s1) in agreement with Figure .
The value of each deterministic decision rule can be found by solving Byv(s;) = 0 for
d = d; and ds, and the optimal value by solving Bv(s;) = 0. This figure also shows
that the decision rule d; (dotted line) corresponds to the optimal policy.

Convexity of Bv

The following lemma, which generalizes the gradient inequality for convex functionsEL
establishes convexity-like properties of B and L. Expression (5.89) is often called the

2If f(x) is a convex and differentiable function mapping R into R, then for any z and y in R?,

f) = f@) + f(=@)(y — o)
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10 20 30 40 50

v(s1)

Figure 5.4: Plot showing Bv(sy) (solid line), By, v(s1) (dotted line corresponding to
di = (a12,a22)) and Bg,v(s;) (dashed line corresponding to dy = (a11,a22)) as a
function of v(s;) for the two-state model when v(ss) is set to its optimal value 27.941.
The optimal value v(s;) = 30.147 is obtained when Buv(s;) = 0.

support inequality.

Lemma 5.5. For any u and v in V, and d, that satisfies rq, + APy, v = Lv,
Bu> Bv+ APy, —I)(u—v), (5.89)

or equivalently,

Lu—u>Lv—v+ APy, —I)(u—v). (5.90)

. J

Proof. By the definition of d,

Lu>rg, + APy u=r, + APy v+ AP, (u—v)=Lv+ APy (u—v)

subtracting u — v from both sides and rearranging terms gives the result. O]

5.5.3 Bounds

Bounds will be used to determine how accurately v (the n-th iterate of an algorithm)
approximates vy when an algorithm terminates, although they apply in greater gen-
erality. They will also provide the basis for action elimination procedures in Section
5.5.5.

Some additional notation and a definition simplify exposition. For v € V| define
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the scalard??

vi= rsnelgv(s) and V:= I?eagw(s). (5.91)

Definition 5.14. For any v € V, dy, € DMR is v-greedy if

rq, + APy, v = Lv. (5.92)

Note that d, € DMP is v-greedy if

dy € arg c-max{ry + AP;v}.
de DMD

However, the definition also holds for randomized decision rules that obtain the component-
wise maximums.

The following theorem provides two sets of upper and lower bounds on the optimal
value function and the value function of a v-greedy policy. It is the main result in this
section.

Theorem 5.12. For any v € V, and v-greedy d, € DMR

v+ (1=XN)"Lv—-v)e>Lv+A1-XN)""(Lv—v)e>v; > vi?’o
(5.93)
>Iv+A1-N)"'Lv=v)e>v+(1-))"Lv—v)e

Proof. A derivation of the lower bounds in (5.93) follows. The upper bounds can be
obtained by reversing v and vy} in the following.
Applying Lemma [5.5| with u = v} and noting that Lvi = v} gives

0> Lv—v+ APy, —I)(v} — V).

From part 1 of Lemma forw e V, (I—AP4) 'w < 0 when w < 0 so that
left-multiplying both sides of the above expression by (I — AP4 )~' and rearranging
terms yields

Vi > vt (1= APy) (L — ) (5.94)
=v+ I+ APy, + NP5 +...)(Lv—V) (5.95)
=v+ (Lv —v) + APy, (I4+ APy, + NP5 +...)(Lv — V) (5.96)
> v+ (Lv —v) + APy, (I+ APy, + NP5 +...)(Lv — Ve (5.97)
=v+(Lv—v)+APq (1 -\ (Lv—-v)e (5.98)

22The notation here is a bit awkward. It is best understood by viewing v and ¥ as real-valued
functions applied to the vector v.
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=v+(Lv—v)+ X1 =N Lv —v)e (5.99)
>v+(1-N)"YLv —v)e. (5.100)

Equality (5.95) is an immediate consequence of Theorem and (5.96) follows
by rewriting (5.95). Inequality (5.97) follows by noting Lv — v is lower bounded by

(Lv — v)e. Equation (5.98) follows from the third part of Lemmal5.3] Equation (5.99)
follows from the fact the rows of P/} sum to 1, i.e., Pjje = e, for all n > 0. Noting that

the terms involving v cancel in (5.99)) yields the inner lower bound in (5.93)). Equation

(5.100) follows by replacing Lv — v in (5.99) by (Lv — v)e.
Rewriting the right hand side of (5.94]) and using the assumption that d is v-greedy
gives

V+(I=APg) H(Iv—v) = v+ (I=APy ) " (rg + APy, —I)v) = (I-APg,) 'ry, = vi¥

implying .
vy > Lv+ A1 =\ (Lv — v)e.

Some comments about the bounds in the above theorem follow:

1. Several generalizations of these bounds are possible by splitting (5.96) at higher
order terms, but those above are most relevant to what follows.

2. The lower bound based on V;\l?'o is also an obvious consequence of the definition of
v. It is not intended for direct evaluation but instead enables you to understand
how close d, is to optimal.

3. Computing the tighter inner bound requires no additional computational effort
since one must evaluate Lv to obtain the looser outer bound.

The following calculations illustrate computation of these bounds in the two-state
example.

Example 5.9. From Example [5.5

o { max{3 + A(0.8v(s1) + 0.20(s2)), 5 + Av(s2)} ]
~ |max{—=5+ Mv(s2),2 + A(0.4v(s1) + 0.6v(s2))}|

Setting A = 0.9 and choosing v = (5, —5) gives

b= [ - 1]

Hence Lv — v = (0.7,6.1) and Lv—v = 0.7 and Lv —v = 6.1. Moreover

dy = (a1 1,a92) is v-greedy.
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The bounds in ((5.93) become
66 60.6 27.188 12 12
> >V * > > >
[56] - [ 56 } [25 625] [7.4} - [2]
Since v} = (30.147,27.941) neither bound based on Lv —v is close to the optimal
value but the second bound is tighter. Note also that the average of the upper

and lower bounds provides an enhanced estimate of v}. It is left as an exercise
to evaluate these bounds for other choices of v.

5.5.4 Stopping criteria

Bounds provide a guarantee on the quality of an approximation when terminating an
algorithm. The following result will apply to value iteration and any other algorithm
that evaluates Lv.

Theorem 5.13. For any v € V and € > 0, if
1—A
sp(Lv —v) < € (5.101)
then
|Lv+ A1 =N Lv —v)e—vi|] < e (5.102)
and for any v-greedy d, € DMR
vy —vi| <e. (5.103)

Proof. Note that for any vectors satisfying x >y > z > w, it follows that x —w >y —
z>0and x—w > y w > 0. Consequently ||[x—w|| > |ly—z| and [|x—w]| > |[y—w|.

Equations and m follow from - by setting x = Lv + A(1 —
A)~ (LV—V)e y = Vi, z = V)\ and w = Lv + A1 — \)"!(Lv — v)e, apply-
ing the above 1nequaht1es involving x,y,z and w and noting that sp(Lv — v) =
Lv—v—(Lv—v)and |e]| =1. O

Since most iterative algorithms will not generate a direct estimate of V;z\go’ the easily
computable estimate referred to as the lower bound extrapolation,

Lv 4+ A1 =N "YLv — v)e,

well approximates vi when ([5.101) holds for some small € > 0. However even without
using this estimate, it still follows that dJ° is e-optimal although its value may not be
determined without further calculations.
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5.5.5 Action elimination

This section begins with the following obvious result, which provides the basis for
eliminating non-optimal actions.

Proposition 5.7. Suppose in state s € S,

a ¢ arg max {7"(8,@) + )\Zp(j\&a)vi(j)}

(ZGAS ]GS

or equivalently
r(s.d) 42 3 plils )050) < {( )+ 33 plie a>v:<j>} - (5.104)
J€ j€e

Then any stationary policy that selects a’ in state s with positive probability
cannot be optimal.

Since v} is unknown, ([5.104) cannot be used to identify non-optimal actions. How-
ever judiciously replacing it by upper and lower bounds leads to the following practical

result.

Theorem 5.14. Suppose vZ < vi <vV. If

r(s,a’) + A plils,a)o¥ (j) < v(s), (5.105)

jes

any stationary policy that selects a’ in state s with positive probability cannot

be optimal.

Proof. Suppose (5.105)) holds. Then

r(s,a’) + 2> p(ils,a)vs(5) < r(s,a) + 2 plils, a)o” (j)

jes JjeS

< v5(s) < vj(s) = max {r<s,a> + Azp<j|s,a>v;<j>} .

a€As s
J

Hence the result follows from Proposition O

The previous section provided explicit bounds that can be used to eliminate non-
optimal actions. Substituting them into ([5.105]) gives the main result of this section.
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Theorem 5.15. Suppose

(1:\—>\)SP(LV —v) < Lv(s) — (r(s, a) + /\Zp(j|s, a’)v(j)) (5.106)

jes

for some v € V. Then any stationary policy that selects a’ in state s with
positive probability cannot be optimal.

Proof. Substitute the outer upper bound and inner lower bound from ([5.93)) into (5.105])

gives

r(s,a’) + )\Zp(ﬂs, a’) <v(j)+(1 — N YLv - v))

JeS
< Lv(s) + M1 =X (Lv —v).
Rearranging terms and applying Proposition gives the result. O]

Some comments about this result follow:

1. Note that the choice of bounds in (5.106)) is guided by avoiding additional com-
putation to evaluate

r(s,d) + A3 plils, @) Lv(),

jes
which would have been necessary if instead the tighter upper bound in (5.93)) had

been used.

2. By organizing calculations efficiently, the right hand side of ((5.106)) can be eval-

uated with minimal extra effort.
3. The next section will show how to integrate this result into value iteration.

4. The literature also proposes action elimination methods that identify actions for
temporary elimination, that is, they will not be part of a v™"-greedy decision rule,
where v” is the n-th iterate of an algorithm but could be in a v"™-greedy decision
rule for some m > n.

This section concludes with an example.

Example 5.10. Continuing with the calculations in Example [5.9] let

q(s, ) = Lv(s) — (7’(8, a)+ A plils, a’)U(J'))

j€S

denote the quantity on the right hand side of (5.106). Start with v = (5, —5)
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and compute v! = Lv? and v? = Lv! and in each case evaluate the expressions

on either side of (5.106]). Results are given in the following table.

n v’ %sp(Lv” - Vn) Q(Sl,al,l) q(81,a1,2) t]($27 a2,1) q(82, a2,2)
0 (5,—5) 48.6 0 5.2 10.6 0
1 (5.7,1.1) 17.50 0 1.31 8.66 0
2 | (7.30,4.65) 5.51 0.09 0 7.96 0

Observe that when v = v2, the inequality in holds in state s, with
a' = as; as denoted by bold text. Hence this action cannot be optimal in state
2 and at subsequent iterations does not need to be evaluated.

Continuing the above calculations shows that when v = v® = (13.24,11.06),
action a;; is eliminated in s;. Hence six iterations of vl = [v" establish that
the stationary policy d* with d = (a2, as2) is optimal. This is very surprising
because v° is quite far from the optimal value v} = (30.147,27.941). Note
further that that value obtained by the lower bound extrapolation in ([5.102])
equals (30.08,27.87), which is a close approximation to v}.

\. J

This example illustrates how to incorporate action elimination in an iterative pro-
cedure. It shows that the optimal policy has been identified when all but one action
in each state has been eliminated. While this may be the case in certain situations, in
our experience, action elimination methods are not always so rewarding.

5.6 Value iteration

Value iteration is the most widely used and easiest to implement method for solving
discounted models. It generalizes the standard successive approximations approach
for solving fixed point equations of the form f(z) = z. It is frequently referred to as
backwards induction, successive approximation or even dynamic programming.

5.6.1 A value iteration algorithm

Figure provides a schematic representation of a value iteration algorithm. Ob-
serve its simplicity: it repeats v’ <— Lv until a stopping criterion (described below) is
satisfied.

The following algorithmic statement formalizes the above flow chart. It combines
all steps in the loop and specifies how to choose a policy and estimate its value at
termination. The stopping criterion will be discussed subsequently.
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Stopping
criterion
met?

Initialize: Iterate: Yes

Select v v« Lv

Stop

No

Figure 5.5: Flow diagram for value iteration

Algorithm 5.2. Value iteration: vector form
1. Initialize: Specify v € V' and a stopping criterion that involves an ¢ > 0.

2. Iterate: Do until stopping criterion met:

v« Lv.

3. Choose an c-optimal policy: Select

d. € argc-max{ry + A\P,v}.
de DMD

4. Approximate the optimal value function: Set

(v = v)e.

GFI
vy V—i—l_)\

In practice, value iteration is applied component-wise as follows. Iterates in the
algorithm below are represented by superscripts on the value function to remain con-
sistent with this book’s use of subscripts to denote decision epochs or specific states.

Algorithm 5.3. Value iteration: component form
1. Initialize:

(a) Specify v/(s) for all s € S.
(b) Specify € > 0 and o > (1 — )¢/
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2. Iterate: While

€: (5.107)
(a) v(s) « v/(s) for all s € S.

(b) For all s € S, compute

v'(s) + max {7"(5, a) + )\Zp(j\s, a)v(j)} : (5.108)

a€As e
J

(c) o+ sp(v —v).

3. Terminate: For all s € S, return

d.(s) € argmax {r(s, a) + )\ZP(]"S, a)v(j)}

(IGAS JES

and

Before providing a proof of convergence, some comments are in order:

1. The span (as opposed to the norm) is used as the basis for terminating the
algorithm. Section [5.5.1 suggested that the span-based stopping criterion will
be met in fewer iterations than the norm-based stopping criterion. This will be
explored in numerical examples below.

2. The condition o > (1 —\)e/\ will be shown to result in an e-optimal policy upon
termination. This should be sufficient in most practical examples.

3. The expression for v¢(s), referred to as the lower bound extrapolation in Sec-
tion [5.5.4, can be determined with little extra computational effort. It is impor-
tant to emphasize that v¢ should be used instead of v to approximate v} because
Theorem ensures that each component of the lower bound extrapolation will
be within € of the optimal value function.

4. The iterative step (5.108|) represents the essence of the algorithm. In operator
notation, it was represented by v/ = Lv.

5. Judicious choice of a starting value can enhance convergence. Choosing the lower
bound v(s) = (1 — A\)"! mingea, 7(s,a) ensures monotone convergence.

6. In most practical examples, the transition probabilities will be mostly zero so

that for each s € S, the sum on the right hand side of ([5.108)) will only contain a
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few terms. For example, in the queuing service rate control model (Sectionm,
there will be at most three non-zero probabilities in each state, enabling the sum
to be easily coded and quickly computed.

7. When the stopping criterion is satisfied, specifying d.(s) requires no addition
computation. It can be determined while computing (5.108). Theorem [5.13]
ensures that it is e-optimal. Note that its value is not determined by the algorithm
and d.(s) need not be unique.

8. Action elimination can be used to enhance the algorithm. This will be discussed
below.

9. In addition to computing e-optimal policies, value iteration can be used to demon-
strate the structure of optimal policies.

10. Some authors refer to the above algorithm as synchronous value iteration be-
cause at each iteration, the estimate is updated in all states. Gauss-Seidel value
iteration (described below) provides an asynchronous alternative.

The following theorem establishes convergence of value iteration to an e-optimal
policy. Its proof follows by combining several of the above theorems.

Theorem 5.16. Suppose 0 < A < 1 and € > 0. Then for any v’ € V the se-
quence v, n = 1,2, ... generated by value iteration has the following properties:

L ||v" = vi|| = 0 as n — oc.

2. sp(v" —v}) = 0.

3. For each € > 0, there exists a finite N which for n > N, holds.
4. When (5.107)) is satisfied,

(a) v = vill < e, and

de°
(b) llvy =il <e

Proof. Proposition establishes that L is a contraction mapping. Hence by Theo-
rem [5.5] v" converges to a fixed point of L in norm. From Theorem [5.8] the limit
is unique and equals vi. Since sp(v) < 2||v||, part 2 follows. Part 3 follows from
Theorem [5.11] and the observation that

Sp(VnJrl _ Vn) — Sp<Ln+1VO _ LnVO) < ()\’}/*)nsp(LVO _ VO).
Part 4 is a consequence of Theorem [5.13] O
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Example 5.11. This example finds an e-optimal policy in the two-state model
using value iteration with A = 0.9, e = 0.000001 and starting value v = 0.

Using ||v' — v||, the algorithm terminates after 162 iterations and using
sp(v' — v), the algorithm terminates after 16 iterations. In both cases the al-
gorithm terminates with the optimal stationary policy that uses decision rule
= (a1,2, GQ,Q,)-

Figure[5.6|compares the speed of convergence of v/—v with respect to these two
measures. Observe that the span-based criterion converges more quickly than
the norm-based criterion for the same sequence of iterates. This in a consequence
of the observation in Example [5.8] that v* = 0.8.

At termination using the span stopping criterion, v = (25.39,23.19) and
v¢ = (30.15,27.94). Using the norm stopping criterion, v = v = (30.15,27.94).
Thus the span converges 10 times faster than the norm. Moreover the lower
bound extrapolation produces identical estimates of the optimal value function
at termination under either a norm-based or span-based stopping criterion.

1.5 2.0

1.0

Stopping criterion value
0.5

0.0
L

Iterate

Figure 5.6: Comparison of convergence rate of sp(v’ — v) (dashed line) to ||v/ — v/
(solid line) in two-state example.

Convergence rates and error bounds

Algorithms are frequently compared on the basis of their convergence rates. A discus-
sion of some relevant concepts follows.

Let u";n =1,2,... denote a sequence of vectors converging (in norm) to u*. Then
u” converges with order o > 0 if there exists a constant K > 0 for which

[u™™ — ]| < Kffu" — ]|~

Convergence of order 1 is referred to as linear convergence and convergence with order
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2 is referred to as quadratic convergence[j_gl. Clearly for fixed K, the higher the order,
the faster the convergenc

The sequence u",n = 1,2,... converges geometrically at rate 8 if there exists a
constant k > 0 and 0 < § < 1 for which

[[u" —u*|| < Kp".

This is often expressed as u™ = u* + O(g").
The following result summarizes convergence rate properties of value iteration.

Theorem 5.17. Let v" : n = 1,2,... denote a sequence of iterates of value
iteration where v is arbitrary. Then:

1. v" converges linearly to v3.
2. v" converges to v} at rate A\".

3. Forn=1,2,...
. A"
V)\||: (1_)\)

n+l

|[v vt — 0| (5.109)

Proof. Parts 1 and 2 follow directly from the definitions. To prove part 3, note that

V™ = Vil = [[Lv" = Lvj]|
< LV = Lv" | 4 | vt = L
< LM = L+ AV = vy

<AV = VO A = i
The result follows by rearranging terms in the last inequality. O]

Expression (5.109) is referred to as an error bound and is consistent with the first
two statements in the theorem.

5.6.2 Gauss-Seidel value iteration

Gauss-Seidel is a variant of value iteration that updates values as soon as they have
been computed instead of waiting until finishing a complete pass through step 2 of
Algorithm [5.3] Its motivation is that using updated values as soon as possible will
speed up convergence. Proving that this is the case requires machinery that is outside
the scope of this book but numerical results below support this conjecture.

2For example when solving f(x) = x or equivalently f(x)—x = 0, under mild conditions, successive
approximations converges linearly and Newton’s method converges quadratically.
24Note that when a > 1, this statement only makes when the error is less than 1.
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A description of a Gauss-Seidel value iteration algorithm follows. Assume that
value iteration evaluates states using in order s1, s9, ..., sy. Noting that v/(s;)
for j < k have been calculated prior to evaluating v'(s;), Gauss-Seidel value iteration
accounts for this by replacing in state s with

v'(sp) = max {r(sk, a) + A <Zp($j|8k, a)v'(s;) + Zp(8j|8k, a)v(sj)) } . (5.110)

aeAsk ) .
J<k Jj>k

Thus, it uses the most current estimate of the value function in all states when doing
its update. It is most straightforward to state in component notation.

For £k =1,..., M, inductively define the si-th component of the operator G : V —
V by

Gv(sg) := max {r(sk, a) + A (Z p(sj|sk, a)Gv(s;) + Zp($j|$k, a)v(sj)) } )

aeAsk X .
j<k Jj=k
(5.111)
This means that Gv(s;) = Lv(s),

aeAS2

Gv(sy) := max {7”(82, a) + A (p(51|82, Q)G (s1) + Y plsylse, a)v(sj)) } )

=2

aEAS3

2 M
Gv(s3) := max {7’(33, a)+ A (ZP(SJ"Sg, a)Gv(s;) + Zp(5j|53, a)v(sﬂ) }
j=1 Jj=3
and so forth.
An iterative algorithm that uses Gauss-Seidel updates follows. It assumes that
states are labeled sq, ..., s); and are evaluated in that order. It is clearest when stated

in component form.

Algorithm 5.4. Gauss-Seidel value iteration: component form
1. Initialize:

(a) Specify v/(s) for all s € S.
(b) Specify € > 0 and o > (1 — \)e/2A

2. Iterate: While

€: (5.112)

(a) v(s) < v'(s) for all s € S.
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(b) For k =1,..., M, compute

v'(sp) + max ¢ 7(s,a) + Zp(sj|sk, a)v'(s;) + Zp(sj]sk,a)v(sj)

a€As - -
j<k Jj=>k
(5.113)
(c) o« [v' =l
3. Terminate: For k =1,..., M, return

aEAs ]<k jZk

de(s) € argmax{ r(s,a) + A Zp(sj]sk,a)v'(sj) + Zp(sj|sk, a)v(sj)> } .
(5.

114)

Some comments about the algorithm follow.

1. This update is said to be asynchronous because state values are updated prior
to completing a pass through an iteration. Online reinforcement learning and
simulation-based algorithms (Chapters and use asynchronous updates
since values are updated as soon as states are observed or simulated.

2. This algorithm uses a norm-based stopping criterion since the bounds used to
derive the span-based criterion for value iteration are not available. If one wishes
to instead use a span-based stopping criterion, it can be applied intermittently
after using a value iteration update.

3. The decision rule specification in step 3 is consistent with the key iterative step
based on (5.113). Doing so simplifies the proof that [[v()™ — vi|| < € at ter-
mination. Alternatively one can choose d. to be v'-greedy (corresponding to an
extra value iteration step)

4. The ordering of the states is immaterial and can vary from iteration to iteration.
The analysis in this section remains valid as long as there is a complete pass
through all states at each iteration.

5. When the transition matrices corresponding to all decision rules are upper-
triangular, Gauss-Seidel value iteration and value iteration are identical.

Convergence of Gauss-Seidel iteration

A proof of the convergence of Gauss-Seidel iteration to v} is based on showing that
the operator representing a Gauss-Seidel update is a contraction mapping and then
applying the Banach fixed point theorem. The following result is obtained by modifying
the proof of Proposition accordingly.
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Proposition 5.8. Suppose G : V. — V is defined by (5.111) and 0 < A\ < 1.
Then G is a contraction mapping with modulus (at most) A with respect to the
sup-norm.

Proof. The proof uses induction over states s € S. Choose v and u in V. For s = sy,
since Gv(s1) = Lv(sy), it follows that

|Gv(s1) — Gu(sy)| < A||v —u]| (5.115)

from the same argument used in the proof of Proposition [5.1}
Next assume ([5.115) holds when s; replaces s; for j =1,...,k— 1. Define a’ € A;,
by

Sk7 _|_)\ <Zp S]|Sk7 GV S] —G-ZP s]|3k’7 ) ( ))

i<k 7>k

= max {r(sk, a) + A <Zp($j|5k, a)Gv(s;) + Zp(sj|sk, a)v(sj)> } = Gv(sg).

J<k Jizk
Assuming first that Gv(sg) > Gu(sy),

0 S GV(Sk) — Gu(sk)

(5K, @ +)\<ZP sjlsk, a')Gv(s;) —i—Zp silsk, @')v <Sj))

—{ (sk,d +)\<Zp silsk, a")Gu(s;) —|—Zp silsk, a')u (sﬁ)}

(stk, )(Gvisy) - Gulsy)) + Zmrsk, ) (v >—u<sj>)>
< | o plsslsnsa)[Gv(si) — Guts)| + 3 pllswsa) v = ul
S)‘HV_UH>

where the last inequality follows from the induction hypothesis.
Repeating the above argument for Gu(sy) > G'v(sy) establishes that (5.115)) holds
for s;, completing the induction step and the proof. n

The following theorem establishes convergence properties of Gauss-Seidel iteration.
The proof of parts 2 and 3 differ from that for value iteration since bounds like those

in (5.93) are not available for Gv.
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Theorem 5.18. Suppose 0 < A < 1 and € > 0. Let the sequence v*,n =1,2, ...
be generated by Gauss-Siedel value iteration. Then:

L ||v" = vi|| = 0 as n — oo,

2. sp(v* —v}) — 0.

3. For each € > 0, there exists a finite N which for n > N, holds.
4. When is satisfied,

(a) d> is e-optimal,
(b) for n > N, ||[v" — v}|| < €/2X and sp(v" — v}) < €/A.

Proof. Since G is a contraction, G"vq converges to a fixed point v* by Theorem [5.5]

Since Gv* = v*, from ,
v*(sp) = Gv*(sg) = max {r(sk, a)+ A (Zp(sj]s;w a)Gv*(s;) + Zp(3j|$k, a)v*(sj)> }

acAs . .
J<k Jj>k

= max {r(sk, a) + A <Zp(sj|sk, a)v*(s;) + Zp($j|sk, a)'U*(Sj)> } = Lv*(s;)

CLGAS . .
J<k Jj>k

Hence, v* is also a fixed point of L. Since L has the unique fixed point v} the first
result follows. Part 2 follows by noting again that sp(v) < 2||v||. Part 3 follows directly
from part 1.

To prove 4(a), note that in Step 4 of Algorithm [5.4] that Gv" ™! = G4, v"™! where
(G4 denotes the operator that corresponds to implementing a single step of Gauss-Seidel
value iteration with a fixed decision rule d. Hence

de ad * de Rl n n *
V™ — i) < V9T = G+ IGVT — v
S AVET v+ AV = Vil (5.116)

where the last inequality follows by noting that G and G, are contraction mappings
with fixed points v} and V)\de)oo, respectively. It is easy to sho that each of the
quantities on the right hand side of is bounded by (1 —\)~!||v*™! —v"||, from
which the result follows.

To prove 4(b), since vt = Gv™ and v is the fixed point of G,

V" = Vil < v =T+ VT =
< V=V GV = GRS VT = v AT = L

Hence (1 — \)||v" — v}]| < ||v** — v"||, which gives the result. O

25See Puterman [1994] p. 162 or apply a telescoping sum argument.
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Example 5.12. This example applies Gauss-Seidel value iteration to the two-
state model starting from v = 0 and setting A = 0.9 and ¢ = 0.000001.

Using stopping criterion , the algorithm terminates in 120 iterations
with v/ = (30.147,27.941). Note that v/ = v(9)™ = v} (to at least 3 decimal
places) so that the e-optimal policy is optimal.

Figure compares the speed of convergence of ||[v/ — v'|| for value iteration
and Gauss-Seidel value iteration. Note that for successive iterates v, v’ and v,
the ratio |v" —v'||/||v' — v|| & 0.86 for Gauss-Seidel, while equaling 0.9 for value
iteration. This suggests a smaller contraction modulus for Gauss-Seidel in this
example.

The figure also shows sp(v' —v) for Gauss-Seidel indicating faster convergence
with respect to this measure, even in the absence of theoretical justification.

measure
015 020 0.25

0.10

0.05

0.00

iterate

Figure 5.7: Comparison of speed of convergence of Gauss-Seidel and value iteration for
2-state example. The solid line shows ||v' — v|| for Gauss-Seidel, the dashed line shows
|v" — v|| for value iteration and the dotted line shows sp(v’ — v) for Gauss-Seidel.

A hybrid approach plus some discussion

Appendix [5.13.2] provides bounds and develops some interesting matrix representations
for Gauss-Seidel iteration. As shown in Section [5.5.4, the span stopping criterion for
value iteration is based on subtracting the lower bound from the upper bound as in
Theorem Since the lower bound for Gauss-Seidel cannot be evaluated easily,
a hybrid algorithm that intersperses a value iteration step in Gauss-Seidel iteration
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enables computation of bounds and allows use of the span-based criterion. Hence, we
recommend in practice to either:

1. use such a hybrid approach when solving large problems with Gauss-Seidel, or
2. simply use value iteration with the span stopping criterion.

The advantage of the later approach is the availability of bounds, the applicability of
the span-based stopping criterion and termination with a good estimate of the value
function. The advantage of the former approach is that in large problems, updates of
the value function can be used more quickly, perhaps leading to faster convergence.

Asynchronous value iteration

In an asynchronous value iteration algorithm states are updated one at a time. In
particular a single update is given by

v"(s) s# .

for some chosen state s'. If all states are cycled through without repeating any states,
this is exactly a Gauss-Seidel update. However, if states are chosen randomly, some
might repeat before others are evaluated even once. As long as all states are evaluated
infinitely often, the algorithm converges to v3.

Asynchronous updates underlie simulation-based algorithms discussed in Chap-
ter and also updates generated by parallel computation. The reader is referred
to the literature for more details and a proof of convergence.

" (s) = {maXaEAs{r(s7 ) +A2espPlls, ")} s = (5.117)

5.6.3 Value iteration with action elimination

The purpose of augmenting an algorithm with an action elimination procedure is to
reduce the number of actions evaluated when performing a maximization. This brief
section shows how to use the result in Proposition to do so in the context of value
iteration. It requires minimal extra computation but some additional storage.

Algorithm 5.5. Value iteration with action elimination: component
form

1. Initialize:

(a) Specify v/(s) for all s € S.
(b) Set Hs «— A for all s € S.
(c) Specify € > 0 and o > (1 — N)e/A.
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2. Iterate: While 0 > (1 — M\)e/\ and H, contains two or more elements for
some s € S:

(a) v(s) « v/(s) for all s € S.
(b) Update values: For all s € S and o’ € H,, compute
q(s,0") < r(s,a) + XD p(jls, a)v(j) (5.118)
jes
and
v'(s) « Lv(s) = max q(s,a).
acHs

(c) Identify and eliminate non-optimal actions: For all s € S,

H, + {a'eHs

i A)sp(v’ —v) > '(s) — q(s, d)} . (5.119)

(d) o« sp(v/ —v).

3. Terminate: For all s € S, return

d.(s) € argmaxq(s,a) (5.120)
aEHs
and
vi(s) = v'(s) + — )\(V/ — V). (5.121)

Some comments on this algorithm follow:
1. Applying this algorithm results in either:

(a) an e-optimal policy when terminated with the span-based stopping criterion,
or

(b) the unique optimal policy when H, contains a single element for all s € S.
In both cases v€¢ is within € of the optimal value function.

2. The algorithm identifies an optimal policy, rather than an e-optimal policy, only
when it terminates when H, contains a single element for all s € S.

3. Note that it is necessary to evaluate Lv(s) for all s € S before eliminating actions.
This requires steps 2(b) and 2(c).

4. The quantity ¢(s,a) does not need to be stored from iteration to iteration. Its
evaluation requires no extra computation at each iteration since it is an interme-
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diate calculation in determining Lv. When using value iteration without action
elimination, it need not be stored for any state.

5. Note that |H,| is non-increasing for all s € S between successive iterations.

6. This algorithm does not generalize easily to to Gauss-Seidel value iteration be-
cause of the unavailability of easily computable lower bounds.

Example shows that starting with v¥ = (5, —5), action as is eliminated in s; at
the third iteration and action a; ; is eliminated in state s; after the sixth iteration. Thus
it requires only six iterations to identify the optimal policy using action elimination in
the two-state example. Such dramatic results cannot be expected in all applications.

5.7 Policy iteration

Policy iteration (also known as policy improvement or approximation in policy space)
offers an attractive alternative to value iteration for finding optimal policies in dis-
counted Markov decision processes. Actor-critic methods (see Chapter may be
regarded as policy iteration using function approximation and simulation.

While value iteration has its foundations in fixed point theory, policy iteration
exploits the special structure of Markov decision processes, but may be also viewed
as an application of Newton’s method for finding the zero of a function. While value
iteration may only find an e-optimal policy, policy iteration will find an optimal policy
in a finite state and action model.

5.7.1 The policy iteration algorithm

A schematic representation of policy iteration appears in Figure [5.8f It shows that
policy iteration cycles between an evaluation step that solves a linear system to find
the value of a policy and an improvement step that chooses a greedy decision rule with
respect to the value of the previously evaluated policy. When greedy decision rules
repeat, which occurs with certainty in a finite state and action model, the algorithm
terminates with an optimal stationary deterministic policy.

A statement of policy iteration in vector notation follows. We recommend that you
implement the component form of the algorithm stated below, because it makes the
improvement step more explicit.

Algorithm 5.6. Policy iteration: vector form

1. Initialize: Specify d € DMP and set I' «+ S.

2. Tterate: While I" # ()
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S Evaluate:
Initialize: N Improve: Yes g
o v d com;zge btai , —_— top
pecity vd obtain d
No
d«d
Figure 5.8: Flow diagram for policy iteration
(a) Evaluate: Find v’ by solving
(I - )\Pd)V =Ty. (5122)
(b) Improve: Choose
d € argc-max {rs + \Psv'} , (5.123)

§e€DMD

setting d’ = d if possible.
(c) T« {seS|d(s) #d(s)}.
(d) Update: d « d'.

3. Terminate: Return d* = d and v§ = v'.

Before stating the algorithm in a form that is more suitable for computation, note
that:

1. In contrast to value iteration, policy iteration begins with a Markovian determin-
istic decision rule instead of a value. On the other hand, the algorithm can start
in step 2(b) with any v € V.

2. The evaluation step involves solving a system of linear equations, which requires
at most O(|S|?) operations. Modified policy iteration, described below, replaces
this step with an iterative method for approximating the value function of d*°.

3. The improvement step requires the same effort as one pass through value it-
eration. We emphasize that it is implemented component-wise thus avoiding
enumerating all Markovian deterministic decision rules.

4. The instruction “set d' = d if possible” prevents cycling when the maximizer
is non-unique in some states. It is also ensures that algorithm terminates in a
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finite number of iterations when there are finitely many deterministic stationary
policies. This rule can be replaced by a stopping criterion expressed in terms of
value functions: stop when successive value functions are sufficiently close. The
advantage of such a rule is that it can be used to terminate the algorithm when
the set of states and/or actions is not finite.

5. An action elimination procedure can be incorporated into policy iteration.

6. The next section shows that policy iteration can be implemented asynchronously.
That is, as soon as a strict improvement is identified in a state or subset of states,
the improved policy can be updated.

A statement of policy iteration in component notation follows. This description is
more suitable for computation and emphasizes that the improvement step should be
implemented state by state.

Algorithm 5.7. Policy iteration: component form

1. Initialize: Specify a, € A, for all s € S and set I' + S.
2. Tterate: While I' ()

(a) Evaluate: Obtain v'(s) for all s € S by solving the system of linear
equations

v(s) — )\Zp(j\s, as)v(j) = r(s,as). (5.124)

jes
(b) Improve: For all s € S, choose

al, € arg max {r(s, a) + )\Zp(ﬂs, a)v’(j)} ) (5.125)

acAg jes

setting al, = ay if possible.
(c) '+ {s e S|a, #as}.
(d) Update: For all s € S, as « da..

3. Terminate: Return d*(s) = a5 and v}(s) = ¢'(s) for all s € S.

An alternative (asynchronous) form of the algorithm jumps immediately to the
evaluation step as soon as there is a strict improvement in some state in step 2(b).
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That is for some s and § > 0

max {T(éu a)+ A p(jls, a)v(j)} =r(s,a) + A _p(ils,as)v(j) +6.  (5.126)

a€As - -
JES jes

The proof of the theorem below also establishes that this variant of policy iteration
terminates in a finite number of iterations.

Examples

The following example applies Algorithm to the two-state model.

Example 5.13. Let A = 0.9. The algorithm proceeds as follows:

1. Choose as, = a12 and a5, = ag .

2. Evaluatd” the stationary policy that use these actions to obtain v(s;) =
—40 and v(sy) = —50.

3. In the improvement step

a,, = argmax {r(sl, ari) + A Z p(s;]s1, al,i)v(sj)}

i=1,2 :
’ j=1,2

= argmax{3 + 0.9(0.8v(s1) + 0.2v(s2)),5 + 0.9v(s2) }

= argmax{—34.8, —40} = ay,

and

a,, = arg max {T(SQ, as,;i) + A Z p(sjsa, a27i)v(5j)}

i=1,2 ;
z j=1,2
= argmax{—5 + 0.9v(s2),2 4 0.9(0.4v(s1) + 0.6v(s2)) }
= arg max{—50, —39.4} = as

4. Since a, # a for all s € S, replace as by o, for all s € S and return to the

evaluation step.

5. Appealing again to Example [5.39] shows that v(s;) = 27.188 and v(s) =
25.625.

6. At the next improvement step,

al, = arg max{27.188, 28.063} = a1 2
a,, = arg max{18.063,25.625} = az.
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7. Since al, # a, for all s € S, replace a, by af for all s € S and return to the
evaluation step.

8. From Example [5.39} v(s;) = 30.147 and v(sp) = 27.941.

9. Applying the improvement step gives

al, = arg max{29.735,30.147} = a1
d,, = arg max{20.146,27.941} = ay,.

10. Since o), = a, for all s € S, stop.

The above calculations showed that it required two improvement steps to find
the optimal policy and an additional improvement step to confirm that it was op-
timal. Using action elimination may have avoided this additional step. Observe
that the algorithm terminates with:

1. the optimal policy,
2. its value function, and
3. the solution of the Bellman equation.

Observe also that the sequence of value functions is non-decreasing.

“Note that Example evaluates all four stationary deterministic policies.

As illustrated in the example above, it usually requires only a few iterations to find
an optimal policy. However, the following exampl shows that policy iteration may
require | S| + 1 iterations to find an optimal policy.

Example 5.14. Let S ={1,2,..., M, A}, A; = {ap,a1} ,s < M and Ax = {ao}
where ag represents “stay” and a; represents “go right”. The reward function is
r(s,a0) =0, s € S, r(s,a1) = =1, s < M, and r(M,a;) = M?. The transition
probabilities are p(s|s,ap) = 1 for s € S and p(s+ 1|s,a;) = 1 for s < M. See
Figure

Implement policy iteration as follows. Initialize by choosing as = ag for all
s € S. Evaluation shows that v(s) = 0 for all s € S. In the improvement step,
al, = ag for s # M and a); = a;. Since a, # a, for all s € S, replace a4 by al, for

26 John Tsitsiklis provided this example in a personal communication. A different example reaching
the same conclusion appears in Bertsekas [2012].



CHAPTER 5. INFINITE HORIZON MODELS: EXPECTED DISCOUNTED REWARD?251

all s € S and return to the start of step 2 in the algorithm.

Evaluating this policy shows that v(s) = 0 for s < M and v(M) = M?. At
the next improvement step a’, = a; for s € {M — 1, M} and a’ = ay otherwise.
Evaluating this policy shows that

0 s¢{M—1,M}
v(s)=q —-1+AM? s=M-1
M? s = M.

Continuing in this way shows that it requires M + 1 iterations to identify an
optimal policy. The reason for this slow convergence is that it takes M iterations
for the reward of M? to “make its way” back to state 1. Note that this example
is representative of games like chess where the reward corresponding to winning,
losing or ending in a draw may require many transitions to be realized.

Rewards

ao ap ao ap
a1 ay a1 a1

Figure 5.9: Schematic representation of model in Example [5.14] Actions ao and a;
indicate transitions with probability 1 given the chosen action. Rewards are associated
with transitions to the “right”.

5.7.2 Convergence of policy iteration

This section formally establishes the result that policy iteration finds an optimal policy
in a finite number of iterations, assuming a finite state and action model. It begins
by showing that the sequence of values generated by policy iteration is non-decreasing
and moreover a strict improvement leads to a strict increase in value. Vector notation
simplifies exposition.
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Proposition 5.9. Suppose v is the solution of (I — AP;)v = ry and for some
seSandd>0
rg + APgv =145+ APgv + dey, (5127)

where e, denotes a vector with a one in the s’-th position and zeroes in all other
components. Then
Vf\d) > v+ dey.

Proof. Rewriting the hypothesis of the proposition as
ry + APyv =15+ A\Pyv + dey = v + dey, (5.128)

it follows that
ry = (I — )\Pd/)V + 565/.

Multiplying both sides of the above equality by (I — APy)~! and noting that
(I—APy) 'ew = > (APy)"ey >Tey = ey
n=0

it follows from Theorem [5.2] that
VE\d/)Oo = (I — )\Pd/)ilrd/ > v+ 5881.
O]

The above proposition guarantees that if inequality is strict in state &,
then the value of the new policy d’ is strictly greater than v in that state. Clearly, this
generalizes to improvements in multiple states.

The following important result follows immediatley from Proposition 5.9

Theorem 5.19. In a finite state and action model, the policy iteration algorithm
converges monotonically and in a finite number of iterations to an optimal policy
and value function.

Proof. As a consequence of Proposition [5.9]at each iteration, either d’ = d or there is a
strict improvement in at least one state. Since there are only finitely many stationary
deterministic policies, the algorithm must terminate at some iteration with d’ = d. In
this case

v=rs+\Pysv=ry+\Pyv =c- ml%({r(; + APsv} = Lv. (5.129)

This means that v is the unique solution of the Bellman equation v = Lv and d* is
an optimal policy since its value satisfies the Bellman equation. O
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Some comments follow:

1. It follows from the above proof that an asynchronous version of policy iteration,
which carries out an evaluation step as soon as a strict improvement in one state
is identified, converges.

2. Theorem [5.19] provides a constructive proof of the existence of an optimal policy
and a solution of the optimality equation without appealing to the Banach fixed
point theorem.

3. The proof above strongly depends on the finiteness of the set of stationary de-
terministic policies. The next section provides a general approach for analyzing
policy iteration based on relating it to Newton’s method.

5.7.3 Policy iteration and Newton’s method*

It is now widely recognized that policy iteration may be viewed as Newton’s method
for finding the zero of a differentiable function. This equivalence enables proving con-
vergence of policy iteration when the sets of states and/or actions are non-finite, and
also provides some insight into its fast convergence.

In one dimension, Newton’s method (Newton-Raphson iteration) seeks to find a
solution z* of f(z) = 0 through iterations of the form

o (VY g,

When f(z) is a differentiable, convex function and its derivative is Lipschitz continu-
oug’] Newton’s method converges quadraticallyfS]

Newton’s method can be generalized to solve F(x) = 0 where F' : R* — R". In
this case the Newton recursion becomes

X =x— (J(x))'F(x) (5.130)

where J(x) denotes the Jacobian matriaf®| of F(-) evaluated at x.
To illustrate how Newton’s method arises in a Markov decision process, rewrite the
problem of finding a fixed point of L as that of finding a zero of B where

2TA function f(z) is said to be Lipschitz continuous if | f(x) — f(y)| < K|z —y| for some K > 0 and
all z and y.

28 As noted earlier, a real-valued sequence xg,1,s2,... is said to converge quadratically to z* if
|zpi1 — 2*| < K|z, — 2*|? for some constant K > 0. This means that eventually the number of
decimal places of accuracy doubles when x,1 replaces z,, as an approximation of z*.

29The Jacobian matriz of a function F(-) : R — R™ is an n x n matrix with its (i,5) component
equal to the partial derivative of the ith component of F'(-) with respect to the jth component of x.
The argument of J(-) denotes at which value of x it is evaluated.
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Bv=Lv—v= 2_6%13%{{” + (A\Ps —I)v} (5.131)

forveV.
From Lemmal5.5 forue V and v e V,

Bu > Bv+ (A\Pg, —I)(u—v) (5.132)

where d is a v-greedy decision rule; that is d, € argc-max,.puo{ry + A\Pgv}. This
inequality generalizes the following property of differentiable, convex functions mapping
R"™ into R", namely

F(y) = F(x) + J(x)(y —x) (5.133)

for x and y in R".
The following proposition provides a closed form representation for the iterates
of the policy iteration algorithm.

Proposition 5.10. (Newton method representation for policy iteration)
Let v and v’ be successive iterates of the policy iteration algorithm. Then

v =v — (A\Pgq, —I)"'Byv, (5.134)

where d,, is any v-greedy decision rule.

Proof. Let dy be selected in ((5.123)) in the improvement step when entering with v and
let v/ be obtained at the next evaluation step by solving ((5.122). Then

V=1 \Pg,) 'rg, +v—v
= (I —=APq) '(rg, + APy, —I)v) +v
=v+ (I-A\Py) 'Bv
=v— (\Pg, —I)"'Bv.

O

Referring to , it suggests that the matrix APy, — I may be viewed as the
Jacobian of B evaluated at v. This is not quite precise because B is piecewise linear,
so it does not have a unique “derivative” at its break points (see Figure . However
using AP,, — I corresponding to any v-greedy decision rule can assume this role.

The following lemma provides the basis for an easy proof that policy iteration
converges in general. It shows that iterates of policy iteration are non-decreasing,
bounded below by the iterates of value iteration and bounded above by the optimal
value function. Hence if value iteration converges monotonically to v}, which is the
case if Lv? > v%, the iterates of policy iteration are “squeezed” between the iterates
of value iteration and the optimal value function. This last argument is formalized
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sith component of v

Byv

sith component of v

Figure 5.10: Bold line represents Bv(s;) as a function of v(s;) for two states s; and s;.
Observe that it is piecewise linear and conver decreasing with respect to v(s;). Each
dashed line corresponds to a component of Byv(s;) = rq(s;)+(APy—I)v(s;) as the s;-
th component of v varies for each of four decision rules {a, b, ¢, d}. The horizontal line
represents Bv(s;) = 0. The value indicated by v} corresponds to the s;th component
of the optimal value function when Bv(s;) = 0.

in Appendix [5.13.3) which establishes the convergence of policy iteration in non-finite
settings.

Lemma 5.6. For v € V define Zv := v — (A\Py, — I)"' Bv. Suppose for some
v € V that Bv > 0, then

1. v} > Zv,
2. Zv > Lv,
3. Zv > v, and

4. B(Zv) > 0.
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Proof. The first result follows by reversing the steps in the proof of Proposition [5.10]
to show that Zv is the value of dJ°.
The second result follows from rewriting ([5.134) as

Zv=v+(I—-A\Py) 'Bv>v+Bv=Lv

where the inequality follows from the result in Lemma that for u > 0, (I —
)\Pdv)_lu > u and the assumption that Bv > 0.

The third result follows the same result in Lemma to conclude that (I —
/\Pdv)leV > 0.

To prove the fourth result, apply equation (5.132)) and note that

Zv—v=1-)\Pg) 'Bv

to obtain
B(Zv) > Bv+ (\Py, —I)(Zv —v) =Bv—Bv=0.

]

A proof of convergence of policy iteration in non-finite settings appears in Appendix
C of this chapter.

5.8 Modified policy iteration

Modified policy iteration (MPI) algorithms provide a bridge between value iteration in
which a maximization over the action set is performed in each state at each iteration
and policy iteration in which a maximization takes place only after evaluating a policy
by solving r; + (AP, — I)v = 0. Modified policy iteration can be viewed as either:

1. avalue iteration algorithm in which the maximization is only done intermittently,
or

2. a policy iteration algorithm where a policy is only evaluated approximately.

MPI is sometimes referred to as value-oriented successive approximation or optimistic
policy iteration. A more descriptive alternative might be truncated policy iteration but
this book will stick with modified policy iteration since it is widely used.

The greatest benefit of modified policy iteration with respect to value iteration
occurs when there are many actions in each state, that is, when computing

max {r(s, a) + Azp(ﬂ& a)v(j)}

jes
is costly such as in the case of advance appointment scheduling and multi-product
inventory control.

On the other hand, its main advantage with respect to policy iteration is that it
avoids solving (I — AP;)v = ry, when the number of states is large.
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5.8.1 Motivation

This exposition takes a policy iteration perspective. From Proposition successive
iterates of policy iteration may be represented by

v =v+(I1-APy) 'Bv

=v+> (A\Py,)"Bv.

n=0

where the second representation follows from Lemma MPI truncates the series
expansion »_° (AP, )" at a value of m that may vary from iteration to iteration.
That is, a step of MPI can be expressed as

Modified policy iteration: truncation representation

vi=v+) (\Pg)"Bv. (5.135)

n=0

Note that when m = 0, becomes v/ = v + Lv — v = Lv, which is the
value iteration recursion. And as noted above, when m = oo, this is the recursive form
for policy iteration. The index m may be referred to as the truncation order of the
algorithm.

Equation ([5.135) is not efficient for calculation. Instead MPI is implemented by
specifying v, performing one value iteration step v/ = Lv to identify a v-greedy decision
rule, d, according to

dy € arg c-max{ry + AP,v},
de DMD
setting u = v’ and then applying value iteration m times using the fized decision rule
dy as follows
u<+ Lgu=ry + AP, u.

Thus, since Lv = Ly, v, an MPI update can be expressed as

Modified policy iteration: implementation representation

vV =L} Lv =L (5.136)

Note that since dy is not known when implementing the above, Lv must be evaluated
to determine d, and also update v.
The next result shows that these two expressions for MPI are equivalent.
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Proposition 5.11. For each v € V|

m

v+ (AP,)"Bv = Lj. Lv. (5.137)

n=0

Proof. To prove this result, expand and re-group terms as follows:

v+ (APg)"Bv =v+ I+ Py, + (APy)> + ... + (AP4,)") (ra, + APq,v — V)

n=0

=rg, + \Pg, v+ APy (rg, + \Pgv—v)+...+ APy )" (re, + APy, v —V)
=1y, + APy rg, + ...+ APy ) "rq, + (AP )™ v

=1y, + APy, (rq, + APy, (rq, + AP4 (... (rq, + APy, V))))

= LZ:L’+1V =L3 Lv.

5.8.2 A modified policy iteration algorithm

This section describes an MPI algorithm using vector notation and then an imple-
mentable form using component notation. Unlike policy iteration, MPI is not a finite
algorithm, therefore it requires a stopping criterion. The algorithm below uses a span-
based stopping criterion that terminates the algorithm with an e-optimal policy and an
approximate value function that is within € of the optimal value function. Figure [5.11]
provides a schematic representation where m represents the order of MPI.

Initialize: Evaluate: Tmprove: Stopping
specify d compute compute |, criterion Stop
and v Ljv Lv and met?
choose d
No
v < Lv

Figure 5.11: Flow diagram for modified policy iteration

The algorithm can start with either a value or a decision rule. This choice impacts
whether improvement precedes evaluation or vice versa and when the stopping criterion
is evaluated. The algorithm below initializes both the decision rule and value, begins
with an evaluation step and checks the stopping criterion after improvement. Starting
with a value only requires some modifications.



CHAPTER 5. INFINITE HORIZON MODELS: EXPECTED DISCOUNTED REWARD259

Algorithm 5.8. Modified policy iteration: vector form

1. Initialize:
(a) Specify a decision rule d’ € DMP.
(b) Specify € > 0 and o > (1 — A)e/ .
(c) Specify v e V.
(d) Specify a sequence of non-negative integers m,,n =1,2,....
)

(e) n <+ 1.
2. Iterate: While o0 > (1 — \)e/A:

(a) Update: d + d.

(b) Evaluate:
u L. (5.138)

(¢) Improve: v < Lu and choose

d' € argc-max {r; + APsu} (5.139)
SED

(d) o« sp(v—u).

(e) n<+n—+1.

3. Terminate: Return d, = d' and

v :V+m(v—u)e.

Some comments on the above algorithm follow:

1. The algorithm reduces to value iteration when m,, = 0 for n = 1,2, ... and policy
iteration when m,, = oco forn =1,2,....

2. Specifying both a starting value and policy in the initialization avoids calculating
Lv prior to evaluation. Alternatively, if the algorithm starts without a decision
rule, iteration begins with an improvement step.

3. A convenient choice for v is v(s) = (1 —A) "' minge 4, r(s, @), which is also a lower
bound on v}. Choosing such an initial value guarantees monotone convergence
(see below).

4. The value at iteration n corresponds to the non-stationary deterministic Marko-
vian policy that uses d; for m, periods, ds for ms + 1 periods, ..., d, for m, +1
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periods and then receives a terminal reward v where d,, denotes the decision rule
evaluated at the n-th pass through the algorithm. Note if the algorithm was
initiated by setting u = v and beginning in the improve step, d; would be used
for my + 1 periods.

5. This general version of the algorithm keeps track of the iteration number because
the pre-specified sequence m,, of orders may vary with n.

6. The impact of m, on the speed of convergence will be explored empirically in

Section [5.11.5]

7. Instead of specifying the order in advance, one might instead specify a stopping
rule for the evaluation step. In other words, stop when Sp(LZHV — Lkv) achieves
some pre-specified tolerance. The tolerance may vary with n; presumably less
accuracy is needed initially and more accuracy is needed later.

8. Note that at termination v = Lu to ensure that Theorem applies. This
specification is consistent with value iteration.

9. Similarly to value iteration, action elimination may be incorporated in the algo-
rithm prior to applying the stopping criteria.

10. The evaluation step can be implemented using Gauss-Seidel iteration.

11. As a result of Theorem the algorithm terminates with a decision rule cor-
responding to the e-optimal stationary policy d2° and a value function approxi-
mation that is within e of the optimal value function in all components.

An implementable version

A statement of MPI in component notation follows. It is initialized by specifying an
action for each state and a value to initiate the evaluation step. For transparency, the
statement denotes the iterates of the evaluation step by wu(s). The reason for including
the iteration index n is to specify the appropriate truncation order m,, at each iteration.
The algorithm terminates with an e-optimal policy d2° and an approximation in which
all components are within € of the optimal value function.

Algorithm 5.9. Modified policy iteration: component form

1. Initialize:
(a) For all s € S, specify a, € As.
(b) Specify € > 0 and o > (1 — N)e/ .
(c) Specify v(s) for all s € S.
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(d) Specify a sequence of non-negative integers m,,n =1,2,....
(e) n<+ 1.
2. Iterate: While o > (1 — \)e/A:

(a) Update: a; < a) for all s € S.
(b) Evaluate:
i. m < 1 and u(s) < v(s) for all s € S.
ii. While m < m,,:
A. Forall s € S,
u(s) < r(s,as) + XY p(ils, as)u(s).

JjeES

B. m<+m+1.
(c) Improve:
i. For all s € S,

v(s) + max {r(s, a) + /\ZP(ﬂSv a)u(j)}

aeAs

jes
and choose
al, € arg max {T(S,a) + )\Zp(j|3>a)u(j)} .
aEAS jES

ii. 0 < sp(v—u).
. n < n+ 1.
(d) Terminate: For all s € S, return d(s) = a}, and

The following calculations illustrate this algorithm applied the two-state model.

Example 5.15. This examples finds an e-optimal policy in the two-state model
using modified policy iteration with v(s) = 0, A = 0.9 and ¢ = 0.000001. For

simplicity, let m, =3 foralln=1,2,....
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1. Choose a;, = a;» and a;, = a1 and

2. Three iterations of value iteration with the above fixed policy, yields
u(s1) = —3.55 and u(sy) = —13.55.

3. To implement the improve step evaluate

v(s1) = L {7“(817 a1:) + A Y p(sjlsy, Ch,z‘)u(sj)}

j=1,2
= max{3 + 0.9(0.8u(s1) + 0.2u(sz)), 5 + 0.9u(s2) }
= max{—1.995, —7.195} = —1.955,

v(s2) = 1}:13113’5 {7“(52, ag;i) + A Z p(s;ls2, a2,i)u(3j>}

j=12
= max{—5 + 0.9v(s2),2 + 0.9(0.4u(s;) + 0.6u(s2))}
= max{—17.195, —6.595} = —6.595,

and choose

a,, € argmax {r(sl, ap;)+ A Z p(sjls1, al,i)u(sj)}

i=1,2 :
) j=1,2
= argmax{—1.995, —7.195} = a4 1,
and
a,, € argmax {7"(32, as; + A Z p(sj|sa, G/Q,i)v(s]')}
i=1,2 :
’ j=1,2
€ argmax{—17.195, —6.595} = aq .

4. Since sp(v —u) = 5.4 > A(1 — X)~te = 0.000009, v < v’ and return to the
evaluation step.

5. Table [5.1] describes the results of four additional iterations of modified
policy iteration.

6. Since sp(v — u) = 0.0000032 < A(1 — A)~'e = 0.000009, the algorithm
terminates with d.(s1) = a12 and dc(s2) = az.

7. The value function approximation is v§(s1) = 30.147 and v§(s2) = 27.941,
which equal v3.

Observe that it requires 5 maximizations and 15 iterations with a fixed pol-
icy to determine an e-optimal policy. Note further that the e-optimal policy is
optimal and was first identified at iteration 2.
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Iteration | wu(sy) u(sy) v(s1) v(sa) as, as, sp(v —v)
2 52225 3.5184  8.1665 57800 a1 azo  0.6822
3 14.0232 11.8257 15.6432 13.4342 a1 as» 0.0115
4 19.5720 17.3663 20.6296 18.4237 a1 az2  0.00019
5 23.2089 21.0029 23.9027 21.6967 a1z azz 0.0000032

Table 5.1: Iterates of modified policy iteration in Example .

5.8.3 Convergence of modified policy iteration*

Figure illustrates how the iterates of modified policy iteration evolve and motivates
the convergence proof below. The following discussion suppresses the component index
for clarity, that is, u* substitutes for u*(s;) and Bu”* for Bu¥(s;). Observe that:

1. Iteration starts at u®.

2. u! = u’+ Bu’ = Lu® and u? = u! + Bu! = Lu! may be regarded as the result of
applying two iterates of value iteration or equivalently modified policy iteration
of order 0. Since Lu = Bu + u the iterates of value iteration may be represented
by adding the increment obtained when the “45°” line in the figure crosses the
axis at 0 to the original value.

3. Tterates u!, u? and u® may be regarded as the results of applying one step of
modified policy iteration or order 2. That is, the first iteration identifies the
u’-greedy decision rule d and sets u! = Lug = Bu® + u’. The next two steps
compute u? = Lyu! and u? = Lyu?. We emphasize that the update is based on
Ly and not L. Although they are equivalent at u', using Ly instead of L avoids
an extra maximization. Then the next full step of modified policy iteration of
order 2 begins at u® by identifying a u3-greedy decision rule and computing
u* = Luy and then uses this decision rule to evaluate u®. This approach avoids
two maximizations at each full MPI iteration.

The following shows that modified policy iteration converges using the same ap-
proach that was suggested for establishing the convergence of policy iteration in a
non-finite setting in Appendix [5.13.3] To do so, define the operator W, : V. — V to
represent the right hand side of , that is, for any integer m > 0,

Wyvi=v+ Z()\Pdv)”Bv.

n=0

Hence the iterates of MPI can be represented by v = W,, v".
The proof of Lemma can be easily modified to establish the analogous result
for W,,. Only statement 4 requires a revised argument.
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sith component of v

Bgav

sith component of v

Figure 5.12: Symbolic representation of modified policy iteration updates. The bold
line represents Bv(s;) as a function of v(s;) for two states s; and s; and the lighter
line represents Byv(s;) as a function of v(s;) for the u’-greedy decision rule d. Note
that u? = Lyu! = Lu? and u?® = Lyu® # Lu®.

Lemma 5.7. Suppose for some v € V that Bv > 0 then for any integer m > 0,
1. v} > Wp,v,
2. Wpv > Lv,
3. W,,v > v, and

4. B(W,,v) > 0.

The following theorem establishes the convergence of MPI using monotonicity ar-
guments under the condition that Bv® > 0 or equivalently Lv® > v°. A more general
result is referenced below.
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Theorem 5.20. Let m,,n =0, 1,... denote a sequence of non-negative integers
and let v, n = 0,1, ... denote a sequence of iterates of modified policy iteration.
Then if BvY > 0, v* converges monotonically and in norm to V3.

Proof. Suppose u’ = v°. For each n > 0 define u"** = Lu" and v"*! =1V, v". Note
that the sequence u” corresponds to iterates of value iteration and the sequence v"
corresponds to iterates of MPI.

Now apply induction to establish that for all n, Bv" > 0 and

u” <v" < v, (5.140)

Since Bv > 0 is equivalent to Lv > v, L*vY > Lv® > v% so that for any n,
L™v® > v That v? < v} follows by letting n — oo and noting that L"v® — v3.
Consequently v¥ < v3.

For the induction step, assume now that and Bv™ > 0 hold for all m < n.
By the second result in Lemma |5_7| and since Lu" < Lv", vt = W, v* > Lv" >
Lu" = u"™'. That v"*!' < v} follows from the first result of Lemma [5.7| and that
Bv™tt > 0 follows from the fourth result of Lemma M That v**! > v" is an
application of the third result of Lemma[5.7 Hence the induction hypothesis is satisfied.

Thus from the convergence of u” to v} implies the convergence of v" to the
same value, completing the proof. O

The proof above establishes that the iterates of value iteration (modified policy
iteration of order 0) are dominated by those of modified policy iteration of order m, if
BvY > 0. Consequently one might conjecture that the iterates of MPI of order m + k
(k > 0) dominate those of MPI of order m. It turns out that this conjecture is false®’’}

The following more general convergence result was established by Rothblum in an
obscure reference in 1979 and republished as Canbolat and Rothblum| [2013].

Theorem 5.21. For any v, modified policy iteration converges to v}.

5.9 Linear programming

Linear programming provides an elegant approach for formulating, analyzing and solv-
ing infinite horizon discounted MDPs. Moreover, it provides an effective computational
approach for solving approximate dynamic programs (Chapter @ This section de-
scribes the relationship between linear programs (LPs) and Markov decision processes
and shows that key MDP concepts have direct analogs in linear programming. The
main result is that an optimal solution to a (dual) linear program corresponds to an

30See example 6.5.1 in [Puterman [1994].
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optimal policy to the Markov decision process. This long section requires background
in linear algebra and linear programming, some of which appears in Appendix

5.9.1 The primal linear program

If v(s) satisfies the Bellman equation

v(s) = max {7’(5, a) + )\Zp(j\S, a)v(j)}

a€Ag
jes
for all s € S, then it satisfies the system of inequalities

o(s) > r(s,a) + XY p(jls, a)o()) (5.141)

jes

foralla € A, and s € S.

By Corollary any v(s) satisfying for all @ € A, and s € S is an upper
bound on v}(s). Hence a solution of the Bellman equation may be thought of as the
smallest (in a component-wise sense) v(s) that satisfies foralla € Ajand s € S.
To formulate the problem of finding such a v(s) using linear programming requires a
single objective function. To obtain one, selecting «a(s) > 0 for all s € S leads to the
following linear program.

Primal LP formulation of a discounted MDP

minimize Z a(s)v(s) (5.142a)
ses
subject to  v(s) — )\Zp(ﬂs, a)v(j) > r(s,a), a€As;seS (5.142b)

jeSs

Some comments about this formulation follow:

1. The above model is often referred to as the primal linear program. Associated
with every primal linear is a dual linear program, which is described below. Note
that the relationship between policies and values becomes more apparent through
analysis of the dual linear program.

2. In this formulation, v(s) is unrestricted in sign for all s € S. That is, it is not
restricted to be non-negative as is often the case in LP formulations.

3. This LP has |S| variables and ) _¢|A,| constraints. Thus, the number of con-
straints might far exceed the number of variables.
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4. Choosing a(s) so that ) s a(s) = 1 allows interpretation of this quantity as a
probability distribution on S.

5. Note that there is exactly one positive coefficient in each rov@ corresponding to
the coefficient of v(s) with value 1 — Ap(sls, a).

6. Since vi(s) for all s € S satisfies the Bellman equation, it is a feasibld* solution
for the primal LP.

The following example illustrates this primal LP formulation.

Example 5.16. This example formulates the primal LP for the two-state exam-
ple. The Bellman equations are given in equations ((5.62)) and (5.63). The primal
linear program is given by

[1Jminimize «(s1)v(s1) + a(s2)v(ss)
subject to (1 — 0.8\)v(s1) — 0.2 v(sy) > 3
lu(sy) — Av(sg) > 5 (5.143)
Ov(sy) + (1 — XNv(sg) > =5
(1 —0.4\)v(s1) — 0.6 v(s2) > 2.
The four constraints correspond respectively to choosing actions a;; or a2 in s;
and ag; or ags in sp. For A = 0.9, the four constraints can be written as:

14 50
U(Sg) S 31}(81) — E

10 50
v(sg) < 51}(31) =5
v(sg) > —50

18 100
v(sg) > %v(sl) + o

Written as above, it is easy to visualize the feasible region in two di-
mensions.  The first and fourth constraints intersect at (v(s1),v(s2)) =
(27.1875,25.625), while the second and fourth constraints intersect at
(v(s1),v(s2)) = (30.147,27.941). Since the objective is to maximize the value
function in each state, the optimal solution is the latter, which is the same value
function found by value iteration in Example [5.11] The figure below illustrates
the region described by the above constraints together with a graphical solution
for A =0.9.

Note that the optimal policy can be obtained by looking at which constraints
are tight (hold with equality) at the optimal solution. The second constraint cor-

31A linear system with this property is referred to as Leontief substitution system.
32A feasible solution is one that satisfies all the LP constraints.
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responds to choosing a;  in s; and the fourth constraint corresponds to choosing
as 2 in sy, again matching the policy identified from previous methods.

Finally, note that the optimal solution corresponds to the “lower left” vertex
of the feasible region. So any values of a(s;) > 0 and a(s2) > 0 will result in the
same optimal solution, as will be show formally in Corollary [5.5]
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Figure 5.13: Figure for Example Shaded region represents the feasible region,
defined by the constraints. This figure assumes that «(s;) = @ and «a(sy) = 1 — « for

some « > 0. Different o values represent different objective functions. The identified
vertex is the optimal solution for all «.

LP formulation: vector notation*

This section discusses the matrix-vector formulation of the primal linear program.
Unfortunately, the Bellman equation expressed in terms of “c-max” as

v = Sz_e%ll%{rd + APgv}, (5.144)

does not have a direct analog in terms of vector inequalities. If instead, one considered
the Bellman equation expressed as

v = drengml\)q(D{rd + APgv}, (5.145)
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where the maximum was taken over all Markov deterministic decision rules, then this
would have a direct analog as
v > rqy+ )\PdV (5146)

for all d € DMP. Choosing this as a starting point and letting o > 0 denote a vector
of length |S| leads to the following linear program.

Primal LP formulation of a discounted MDP: vector notation

minimize a'v (5.147a)
subject to (I — APg)v >rg, d e DMP. (5.147b)

While elegant, this formulation is impractical for computation because it requires
enumeration of all decision rules, which runs contrary to Markov decision process prin-
ciples. Moreover it repeats constraints when two or more decision rules choose the same
action in a particular state. For example, consider the decision rules dy = {a1 1, a2}
and dy = {a11, a2} in the two-state model. Since both choose the same action in state
s1, the inequalities v > ry, + APy, v and v > ry, + AP 4, v would both contain the same
constraint involving a; ; in s;.

Existence of a solution of the primal linear program*

The following result shows that the primal LP has an optimal solution, and that solving
the LP finds the optimal value function v} and an optimal policy for the MDP. Its
proof is subtle and uses the structural result that the primal LP formulation of an
MDP has exactly one positive coefficient in each row.

Theorem 5.22. Let a > 0 and assume 0 < A\ < 1.
1. The linear program ({5.142)) has an optimal solution v*(s) for all s € S.

2. For each s € S there exists an a € A, for which

0'(5) =AY pls, at)e () = (s, ). (5.148)

jes
3. For each s € S, let d*(s) = a® as defined in (5.148)). Then (d*)* is an
optimal policy.

4. The solution v*(s) = v}(s) for all s € S is the unique optimal solution of
the LP.
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Proof. Define R = max,ea, se57(s,a) and let v'(s) = (1 — A\)7!'R for all s € S. Then
direct substitution into (5.142b) gives

)\Zp i|s,a)v'(j) = R > r(s,a)

jeS

for all a € A, s € S. Hence, the linear program is feasible (v’ is a feasible solution).
Now, consider any feasible solution v. For every d € DMP it satisfies (I — APy)v > ry
and therefore v > (I — AP,) " 'ry, by the second result of Lemma Since o > 0,
a’v > a'(I-\Py) 'ry for all d € DMP. In other words, the objective function value
of every feasible v is bounded below by maxge pup @' (I—AP4)"'ry. Hence by Theorem
in Appendix , the linear program has an optimal solution, denoted by v*(s) for
all s € S.

To prove the second result, assume to the contrary that there exists an s’ € S such

that for all a € Ay
)\Zp 7ls', a)v*(5) > (s, a). (5.149)

jES

Hence there exists an € > 0 for which

)\Zpﬂs a)v*(j) —e >r(s,a).

jES

Since A\p(s'|s’,a)e > 0, it follows that

W) =)= A D pls,a)"(G) +p(s|s',a) (0" (s) =€)

JjeS\{s'}
— A p(jls, a)v

jes
Hence, the value function defined by

V(s) == {Zi(s) 7

(s)—e s=4

is a feasible solution for the linear program. Since «(s) > 0 for all s € S, this implies
the value function v'(s) has a lower objective function value than that of v*(s) (by
a(s’)e), which contradicts the optimality of v*(s). Hence, for each s € S there exists
an a; € A for which

A (s, a2)v () = (s, a?).
jes
To prove the third result, the second result and Theorem .2 imply that v*(s) =
v&d )Oo( ) where d*(s) = a? for all s € S. By Theorem [5.7, any feasible solution of the



CHAPTER 5. INFINITE HORIZON MODELS: EXPECTED DISCOUNTED REWARD271

LP must be an upper bound on vj(s) for all s € S. In particular, U(d*)m(s) > vi(s)
for all s € S, which implies that the stationary policy on d*(s) is an optimal policy.

Note also that vi(s) > vg\d*)w(s) for all s € S by definition of vi(s). Hence, v*(s) =
vgd*) " (s) = vi(s). Since v is the unique solution to the Bellman equation, it is also
the unique solution to the primal LP, proving the fourth result. O

The above theorem establishes the existence of a solution to the Bellman equation
without using the Banach fixed point theorem (Theorem [5.5)) and as well the existence
of a stationary optimal policy. Moreover it establishes that for each s € S there exists
at least one action for which the inequality

vi(s) = A p(ils, a)v*(j) = (s, a) (5.150)

JjeS

holds with equality. Hence solving the LP and noting which constraints hold with
equality identifies an optimal policy. When two or more actions satisfy in some
state s € S, any stationary policy that randomizes between them in state s is optimal.

It may appear that the optimal solution and policy depend on the particular choice
of a. However, the proof of Theorem remains valid for any a > 0, yielding the
following important result.

Corollary 5.5. Fix a > 0. Let v* be an optimal solution to the LP and (d*)*>
be a corresponding optimal policy. Then v* and (d*)* are optimal for any other
a > 0.

This result suggests that the solution of the primal LP lies at the “lower left most”
vertex of the feasible region defined by the constraints ((5.142b). Furthermore, the

feasible region must be contained in the regio

{veV|v=v"+y,y >0}

5.9.2 The dual linear program

Analyzing a Markov decision process through its dual linear program provides a direct
and elegant way of identifying optimal policies and insight into the relationship between
between feasible solutions and stationary policies. The key result of this section is
Theorem [5.27, which shows that there is a one-to-one correspondence between optimal
solutions to the dual LP and optimal policies of the MDP.

Appealing to LP duality theory (see Appendix , the dual linear program for the
discounted MDP may be expressed as:

33This region is a convex cone, a fundamental concept in linear programming.
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Dual LP formulation of discounted MDP

maximize Z Z r(s,a)x(s,a) (5.151a)

SES a€As

subject to Z z(s,a) — Z Z Ap(s|j,a)x(j,a) = a(s), se€S (5.151b)
a€A; jes (IEA]'
z(s,a) >0, a€ A;s€S (5.151c)

Some comments regarding this formulation follow.

1. The dual formulation reverses the role of objective function and right-hand side

constraint coefficients. Observe that «a(s) appears on the right-hand side of
5.151b) as constraints and (s, a) appears as coefficients in the objective function
5.151a).

2. Note that in equation , the index j represents the starting state and
the index s represents the state reached after one transition. The reflects the
observation below that a matrix representation of the dual may be expressed in
terms of the transpose of the transition probability matrix.

3. In contrast to the primal, the objective function of the dual is maximized, instead
of minimized.

4. The dual linear program has |S| rows and ) _|A| variables. Hence, usually
the number of columns far exceeds the number of rows.

5. In contrast to the primal variables, the dual variables are constrained to be non-

negative.

The following example provides the dual formulation of the linear program for the
two-state model.

Example 5.17. The dual linear program of ([5.143)) can be written as :

minimize 3xz(s1,a1,1) + 52(s1,a12) — 5x(S2, az1) + 22(s2, azz2)
subject to  x(s1,a11) + x(s1,a12) — 0.8Ax(s1, a11) — 0.4Ax(S2, az2) = a(sy)
x(S2,a21) + (2, a22) — 0.2Az(s1, a11)
— Az (81, a12) — Ax(S2,a21) — 0.6z (52, a22) = a(s2)
x(s1,a11), 2(s1,012), (S, a21), x(S2, azz) > 0.

Letting A = 0.9 and «(s1) = o = 0.5 = 1 — a(s2), one can use any LP solver
to find the optimal solution z*(sq1,a11) = 0,2%(s1,a12) = 3.015,2%(s2,a21) = 0
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and z*(sg,a22) = 6.985. The corresponding dual objective function value is

>y Yaca, T(5,0)r(s, a) = 29.044,
Recall from Example 5.16] that v*(s1) = 30.147 and v*(sz) = 27.941. Thus,

Za(s)v*(s) =29.044 = Z Z x*(s,a)r(s,a).
seS s€S acAs

This result, where the primal and dual optimal solutions have the same objective
function value, is known as the Strong Duality Theorem (see Theorem and
Theorem |C.6)).

Where convenient, the dual variables z(s,a),a € Ag, s € S will be represented by
the vector x. One may think of x as a “long” vector, where the first |Ay, | components
correspond to x(s1,a),a € Ag,, the second | Ay, | components correspond to x(s2,a),a €
As,, and so on.

5.9.3 Dual feasible solutions and stationary policies

This section establishes an elegant result relating feasible solutions to the dual linear
program to randomized stationary policies in a Markov decision process. To do so, for

each d € DMR a € A, and s € S, define x4(s,a) by:

z4(s,a) = Za(j) z:)\”_lpdoo (X, =s,Y,=al|Xy =7] (5.152)
jeS n=1

Let x4 denote the corresponding vector representation for z4(s, a).

Assuming that >, s a(j) = 1, the quantity z4(s,a) can be interpreted as the
discounted joint probability under decision rule d*°, that the process is in state s and
chooses action a over the infinite horizon when the process starts in state j € S with
probability a(7).

The following lemma is fundamental when constructing a randomized decision rule

from a feasible solution to the dual linear program using (5.153|) below.

Lemma 5.8. Suppose a(s) > 0 for all s € S. Then if x(s, a) is a feasible solution
to the dual linear program
Z x(s,a) > 0.

(IGAS

. J

Proof. From ([5.151b) and the condition that z(s,a) > 0 for all a € Ay, s € S it follows
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immediately that for all s € S,

Z x(s,a) > a(s) > 0.
a€As

]

Given a feasible solution z(s,a),a € Ag, s € S to the dual linear program, define
the Markovian randomized decision rule dy by:

x(s,a)

Za’GAS ]3(87 G/) .

wa, (als) = (5.153)

As a consequence of Lemmal5.8] the denominator is positive so that wy, (a|s) is well
defined. Recall that wy,(a|s) denotes the probability that the randomized decision rule
dy chooses action a in state s. Consequently, if for each s € S, x(s,a) > 0 for exactly
one a € A, dy is deterministic.

Feasible solutions and randomized stationary policies

The following theorem establishes the relationship between solutions to the dual and
randomized stationary policies. More specifically, when x,_ is constructed by the fol-
lowing process:

1. obtain a feasible solution to the dual x,

2. construct dy(s) using (5.153),
3. compute z4,(s,a),a € As,s € S by (5.152)),

it follows that x;, = x. Part 2 of the following theorem shows that this relationship
holds. Its proof is straightforward but intricate.

Theorem 5.23. Suppose 0 < A < 1 and a(s) > 0 for all s € S. Then

1. For any d € DMR_if 24(s, a) is defined by (5.152) for all @ € A, and s € S,
then it is a feasible solution to the dual LP.

2. Suppose z(s,a) is a feasible solution to the dual LP and define dy by
(5.153)). Then x4 (s,a) = x(s,a) for all a € A, and s € S.
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Proof. By definition z4(s,a) > 0 for all a € Ay, s € S. Write the expression on the left
hand side of the equality constraint (5.151b) as

Z Z >‘p ‘.]7 a)xq ]a - Z Z )‘p |]a Za(k‘)zkn_lpdoo[Xn :ja Yn = (I|X1 = k}
n=1

JES acA; JES acA; keS

= (k) Y NPT [Xopr = 5| X1 = K]
kesS n=1

=> a(k) <Z AP X, = 5| Xy = k] - PUT X =5|X; = k])
keSS n=1

=) ) ak)d AT PTX, =5V, = a|X) = k] — a(s)
a€As kES n=1

= Z zq(s,a) — a(s).
a€As

Rearranging terms shows that x4(s, a) is a feasible solution to the dual LP.
To prove the second result, assume x(s, a) is a feasible solution to the dual LP. Let

u(s) = > a(s,a), (5.154)

aeAs

which by Lemma is strictly positive for each s € S. From (5.151b) it follows that

a(s) =u(s) = Y > Aplslj,a)z(j,a)

JES acA;

_ s|7,a)x .CL&
22 sl o)==

JES acA;

=) > Mp(slg, a)wa, (alf)uls)

jES aEA]‘

=) APy (slj)ulj)

jes
where Py (s|7) is defined in ((5.3]). Writing the last expression in matrix notation yields
o' =u' (I-)\Pg).
From Lemma [5.2]
W =a"I-\P,) " '=a’ (Z A"—1P3;1> : (5.155)

n=1

Expressing (5.155]) in component notation gives

U Z Z)\n 1Pn1 ’]

JES
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=> a()Y AN PRX, =Y, =a|X; = j] (5.156)

jES a€As

= z4.(s,a) (5.157)

a€As

for all s € S, where ([5.156)) is a consequence of the law of total probability applied as
follows:

PZ:l(SU) = Pdio[Xn = 5|X1 :ﬂ = Z Pdio[Xn = 37Yn = a’Xl :]]

a€As

This establishes that

Z x(s,a) = Z T4, (s,a). (5.158)

(IGAS CLEAS

To complete the proof, from the definition of x4 (s,a), for all s € S and a € A;,

o0

Ta(s,a) =Y a(f) Y NTIPEX, =5V, = a|X; = j]
jES n=1
=Y a(j) Y A PRIX, = s Xy = jlwg(als)
JjES n=1
=Y wa(s,a)wa,(als) (5.159)
a€As
3 24 (s.a) z(s,4) (5.160)
= dx Y .
a€A, Daea, T(s,a')
= z(s,a). (5.161)
where the third equality (5.159) is a consequence of (5.157) and the last equality is
due to ((5.158). O

Basic feasible solutions and deterministic stationary policies

Theorem [5.23] established that any stationary randomized policy generates a feasible
solution to the dual problem, and that all feasible solutions to the dual problem can
be generated by stationary randomized policies.

The following result establishes a correspondence between basic feasible solutiong™]
to the dual problem and stationary deterministic policies.

34 A Dbasic feasible solution is an extreme point of the region defined by the constraints of the linear
program. This means that it cannot be expressed as a convex combination of any other points in the
region.
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Theorem 5.24. Suppose 0 < A < 1 and a(s) > 0 for all s € S. Then

1. For any d € DMP | if 24(s,a) is defined by (5.152) for all a € A,, and s € S
then it is a basic feasible solution to the dual LP.

2. Suppose z(s, a) is a basic feasible solution to the dual LP. Then d, € DMP
and dy(s) = as if z(s,as) > 0.

Proof. If d € DMP_ it follows from Theorem that x4(s,a) is feasible to the dual
linear program.

Suppose to the contrary that z4(s,a) is not a basic feasible solution. Then there
exists basic feasible solutions y(s,a) and z(s,a), with y(s,a) # z(s,a) for some a € Aj
and s € S and 8 € (0,1) for which

SL’d(S, CL) = 5y(57 a) + (1 - B)Z<S7 a’)
for all @ € A, and s € S. From Lemma[5.8]

Z y(s,a) > 0 and Z z(s,a) >0

a€As a€As

for each s. And since they are distinct solutions, there must be some § such that
y(5,a") > 0 and z(8,a”) > 0 where o’ and o” are distinct actions in A;. Since z(s, a)
is a convex combination of y(s,a) and z(s,a), x(§,a) must be positive for at least two
distinct actions, implying that dy is a randomized policy, which is a contradiction.

To prove the second result, first note that for each s, since ) _, x(s,a) > 0,
x(s,a) > 0 for at least one a € A,. If x(s,a) is a basic feasible solution, then it has
at most |S| positive components, since the dual problem has |S| equality constraints.
Since a(s) > 0 for all s € S, z(s,a) > 0 for exactly one a € A;. Thus for each
s € 5, dy(s) defined by chooses one action in Ay with probability 1, so that it
is deterministic. O

Figure[5.14]provides further insight into the consequences of Theorems and
The shaded polyhedro represents the set of feasible solutions to the dual LP. Ver-
tices of the polyhedron are basic feasible solutions, which correspond to stationary
deterministic policies. All other points in the polyhedron are feasible solutions, which
correspond to stationary randomized policies. Any point in the polyhedron can be
written as a convex combination of the vertices, which is equivalent to the fact that
randomized policies may be viewed as weighted combinations of deterministic policies.

To make things concrete, consider the two vertices x* and x? shown in Figure m
They correspond to Markovian deterministic decision rules d; and ds that choose
actions di(s) and ds(s), respectively, in state s. Now, consider a feasible solution

35A polyhedron is a region formed by the intersection of a finite number of linear inequalities. See
Appendix E for definitions of additional linear programming concepts.
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SR policy SD policy

SD policy

Figure 5.14: Relationship between feasible solutions of the dual LP and stationary
policies of the MDP. Basic feasible solutions x! and x? correspond to stationary deter-
ministic policies. Their convex combination, X, corresponds to a stationary randomized

policy.

x = pux' + (1 — p)x?, where p € (0,1), with corresponding Markovian randomized
decision rule dyx. From equation (5.153)),

z(s,a)

wax (als) = - (5.162)
Za’eAs JZ(S, a’/>
1 1 - 2
_ pz (S’la) +,< )T (s,za) / (5.163)
Ywea,(pxt(s,a) + (1= p)a*(s,a’))
By definition, for ¢ = 1,2
. , )SC ALY, — 5| X, = 4] ifa=d,
2'(s,a) = ZJES a(j) Zn:l [ s| Xy = j] 1 a (s) (5.164)
0 if a # d;(s).
Hence o)
px(s,d1(s . -
,uzl(s,dll(s))Jr 17;;[)302(3,(12(3)) if a = dl (S>
wag(als) = { e ) if g = dy(s) (5.165)
0 otherwise.

Given this 1-1 relationship between feasible solutions of the dual LP and policies of
the MDP, and the fact that randomized policies are weighted averages of deterministic
policies, it follows that the dual feasible region must be bounded. The proof is left as
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an exercise. This result allows us to provide a first principles proof of the existence of
solutions to the dual LP.

Theorem 5.25. The feasible region of the dual LP is bounded.

As a preview of the results in the next section, the following result establishes a
connection between primal solutions (value functions) and dual solutions (discounted
joint probability distributions).

Proposition 5.12. Let x be a dual feasible solution and dy € DM® be the
randomized policy defined by (5.153). Then,

SN wa(s,a)r(s,a) =D a(i)vy (). (5.166)

SES acAs JES

Proof. From equations (5.14)) and (5.152)),

Uﬁi" (j) = Z Z Z)\n—lpdi" (X, =s,Y, =a|X; = j|r(s,a), (5.167)

s€S acAg n=1

and -
ta(s,a) =Y alj) Y NTPRX, =5V, = a|Xy =], (5.168)
jJjeS n=1

respectively. Thus,

S a(iT () =D zals,a)r(s,a). (5.169)

JjES sES acAsg
]

The objective functions for both the primal and dual LPs can be interpreted as
the expected discounted reward of policy d*°, in which the expectation is taken over
the initial state distribution, in addition to over actions chosen by randomized decision
rules and state transitions determined by transition probability function. Note the
above result does not ensure that Vi?‘o is primal feasible. However, when x is optimal

for the dual, then v will be optimal (and feasible, by definition) for the primal.

Optimal solutions and optimal policies

This section examines the relationship between optimal solutions to the dual linear
program and it optimal policies.
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Theorem 5.26. Let o > 0.
1. The dual linear program has an optimal solution.

2. Let v* be an optimal solution to the primal linear program and x* be an
optimal solution to the dual linear program. Then

Z a(s)v*(s) = Z Z z*(s,a)r(s,a). (5.170)

sES s€ES acAsg

Proof. The first result follows from Theorem and Theorem The second result
follows from Proposition [5.12} O]

Theorem is a restatement of the Theorem of Strong Duality of linear program-
ming (Theorem in Appendix for discounted Markov decision processes. It is an
immediate consequence of Theorem that establishes that the primal LP has an
optimal solution.

The next result formalizes the connection between optimal solutions to the dual LP
and optimal policies of the MDP. This is the main result of this section.

Theorem 5.27. 1. Suppose x* is an optimal solution to the dual LP. Then
d3 is an optimal policy.

2. Suppose (d*)* is an optimal policy. Then x4« is an optimal solution to the
dual LP.

Proof. Let v* and x* be optimal solutions to the primal and dual LP, respectively. Let
dy~ be as defined in equation m Combining equation (5.169) and ({5.170) m gives

Za(s)v/\x* (s) = Z Z x*(s,a)r(s,a) = Za(s)v*(s).
ses s€S acAs seS
For all s, since a(s) > 0,
vi"* (s) = v*(s). (5.171)
Since v* is an optimal solution to the primal, it satisfies v* > r; + APgv* for all
d € DMP | or equivalently, v* > Lv*. By Theorem v* > v). Hence,
vf\ls‘i (s) > vi(s) (5.172)

for all s. By the definition of v}(s), (5.172) holds with equality so that d32 is an optimal

policy.
To prove the second result, from ([5.169)) it follows that

Zde s,a)r(s,a) Za

sES a€A; sES
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> als)l(s)

sES

= Z Z zq(s,a)r(s,a)
s€S acAg

= Z Z x(s,a)r(s,a),
s€S acAsg

for all d € DM®. Since any feasible solution x to the dual represents a decision rule
d € DMR for which x4 = x, no feasible solution has objective function value strictly
greater than x4+. Hence, x4+ is an optimal solution to the dual LP. O

The following theorem is an immediate consequence of Theorem applied to
basic feasible solutions. It is also a direct consequence of Theorem [5.24]

Theorem 5.28. 1. Suppose x* is an optimal basic feasible solution to the
dual LP. Then d3: is a deterministic optimal policy.

2. Suppose (d*)* is a deterministic optimal policy. Then x4 is an optimal
basic feasible solution to the dual LP.

This theorem is of special note because:

1. Any linear program that has an optimal solution and whose feasible region has
at least one basic feasible solution has an optimal basic feasible solution}

2. Earlier results establish the existence of an optimal deterministic stationary pol-
icy using properties of the Bellman equation.

3. When one exists, LP solvers will return an optimal basic feasible solution.

Some further results*

The dual LP can be used to provide the following direct proof of the existence of a
stationary deterministic optimal policy in a discounted Markov decision process.
Since the feasible region includes non-negativity constraints, which means it does
not contain a lind”] it follows that it has at least one vertex (see Theorem|[C.4). A fun-
damental theorem in linear programming states that if an LP has an optimal solution
and the feasible region contains at least one vertex, then at least one of the vertices will

36Note that linear programs can have optimal solutions but no optimal basic feasible solution. For
example, every point on the line (z1,0) in R? is optimal if the objective is to minimize 5 subject to
9 > 0, but none are basic feasible solutions. In the case of a Markov decision process, the dual LP
polyhedron will always have extreme points since it is bounded.

37A set X contains a line if there exists a vector x € X and a nonzero vector d such that x+60d € X
for all 0 € R.
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be an optimal solution. Since each vertex corresponds to a stationary deterministic
policy, this argument establishes that there will always exist a deterministic stationary
optimal policy.

Finally, recall that it was previously established that an optimal policy is optimal
for all a > 0, using the primal LP. A proof using the dual follows.

Theorem 5.29. Let x* be an optimal dual solution. The corresponding policy
d3: is optimal for all o > 0.

Proof. First, consider the case where x* is an optimal basic feasible solution. Let dy«
be the policy corresponding to x*. Then, since z*(s,a) = 0 for all a # dx«(s), x*

satisfies ((.151b):

I-)\P..)'x* =a. (5.173)

Since I — APy, is invertible and since the transpose of the inverse is the inverse of the
transpose,
x*=(I1-APg.) 'a>0, (5.174)

where the inequality follows from Lemma[5.3] This result shows that x* is feasible for
all & > 0. Since changing ¢ does not affect the objective function, x* is optimal for
the dual LP and d32 is an optimal policy for the MDP for all o > 0.

In the case where x* is an optimal solution that is not basic, then x* can be written
as the convex combination of optimal basic feasible solutions. By the above argument,
for a given basic feasible solution, the same action is chosen in a given state for all
a > 0. So the randomized policy corresponding to x* will also be optimal for all
a> 0. O

5.9.4 Solving linear programs

This section describes algorithms and solvers that can be used to find solutions to a
linear programs.

Simplex algorithm

The simplex algorithm consists of two phases. Phase one of the simplex algorithm
obtains a basic feasible solution to an LP. Phase two iteratively evaluates adjacent
basic feasible solutions with improved objective function values until no improvement
is possible. Since there are only finitely many basic feasible solutions, it must stop
in a finite number of iterations with a local optimum. Since linear programs are
convex optimization problems, finding a local optimum is equivalent to finding a global
optimum.
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Because basic feasible solutions of the dual LP correspond to stationary determin-
istic policies of the MDP, moving between adjacent basic feasible solutions means that
improved actions are identified one state at a time. In other words:

The simplex algorithm is equivalent to policy iteration in which the value function
is updated after an improvement has been identified in a single state.

Conversely,

Policy iteration in which the value function is updated after the improvement
step cycles through all states is equivalent to a simplex algorithm with “block
pivoting”.

Block pivoting in simplex algorithms means that instead of obtaining the value of
an improved adjacent vertex, the algorithm may jump to and evaluate a further away
basic feasible solution, which represents a new deterministic stationary policy with
improved actions in multiple states.

Figure [5.14) provides insight into this distinction. Suppose that the simplex algo-
rithm starts at x' and the optimal basic feasible solution is at x?. Then successive
iterates would move through adjacent vertices and corresponding stationary policies to

reach x?, while on the other hand, policy iteration might jump immediately to x2.

Interior point algorithms

Because the simplex algorithm repeatedly seeks and evaluates vertices, it is referred
to as an exterior point algorithm. That is, it moves along the outside of the feasible
region.

In contrast, interior point algorithms move towards an optimal basic feasible so-
lution through the interior of the feasible region. That is, they approach an optimal
deterministic policy through a sequence of randomized policieﬂ. No Markov decision
process algorithm is a direct analogue. Interior point methods have proven to be quite
effective at solving many types of large linear programming problems, and so they may
also be effective at solving Markov decision processes.

To visualize this distinction, consider Figure [5.14] Suppose the optimal basic feasi-
ble solution is at x? and either algorithm starts iteration at x'. The simplex algorithm
would iterate around the outside of the polyhedron while interior point methods would
cut across the middle through points of the form x.

38There may be a relationship between interior point methods and policy gradient algorithms (Chap-
ter [11)), which improve over the class of stationary randomized policies.
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Solvers

At the time of writing this book, the two most widely used commercial LP solvers are
CPLEX (IBM [2024]) and Gurobi (Gurobi Optimization| [2024]). They reliably solve
large, industrial scale linear programs by exploiting modern computing architectures
and encoding variants of the simplex and interior point algorithms.

Several open-source solvers are also available including GLPK (Makhorin [2024])
and COIN-OR CLP (Forrest and the COIN-OR contributors| [2024]). These and other
open-source solvers interface with all popular languages and applications.

Note that software that solves a primal (dual) linear program will also return the
optimal values of its dual (primal) variables. This feature will be extremely useful
when using the dual linear program to solve approximate dynamic programs.

5.10 Optimality of structured policies

This section extends results in Section [4.4] to infinite horizon models. The main result
is stated in considerable generality.

5.10.1 The fundamental result

Define V¥ to be a subset of V' that contains elements of a specific form (such as convex)
and define D¥ to be a subset DMP in which all decision rules are structured. They are
compatible if v.€ VI implies that there exists a d’ € arg c-max,c pup Lv that is in D',

For example, in the queuing service rate control model (Section @, if VI de-
notes the set of convex non-decreasing functions then DY is the set of monotone non-
decreasing decision rules in DMP.

The following theorem uses vector and operator notation. It generalizes Theo-
rem [4.5] for finite horizon models to infinite horizon discounted models.

Theorem 5.30. Suppose that
1. V¥ is non-empty,
2. v € VI implies Lv € V¥, and

3. if lim, o0 |[V? — v*|| = 0 and v* € VI for all n = 1,2,... implies that
v e VE,

Then if D¥ is compatible with V', there exists an optimal stationary policy
(d*)> with d* € DF.

Proof. The first part of the proof is by induction. Since V¥ is non-empty, let v! € V¥
be arbitrary and suppose that v € V¥ for n = 1,...,t. Hypothesis 2 implies that
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vitl = Lvt € V¥, Hence v € VT for all n.

As a consequence of Theorem v converges to vy, the unique solution of the
Bellman equation Lv = v. Hence by Hypothesis 3, v € V. Consequently there
exists

d* € arg c-max{ry + A\Pyv}}
de DMD

that is also in DT n
Some comments about this theorem follow:

1. The proof relies on the already demonstrated convergence of value iteration to
the solution of the Bellman equation.

2. This result differs from that in the finite horizon case by requiring that the
lim,, .o, V" retains the structure of all previous iterates. To establish this requires
results from analysis on the limiting behavior of functiong*]

3. Note that the result does not say that every d € argc-max . pun{rq + AP4v}} is
in DT, only that there exists at least one that is in D"

5.10.2 A preventive maintenance example

This section illustrates Theorem by applying it to determine the structure of an
optimal policy in a stationary infinite horizon version of the preventive maintenance
model of Section 4.4.2. The Markov decision process formulation is repeated to make
this section self-contained.

As before, S ={0,1,..., M} represents the state of the machine with higher state
values representing greater deterioration and As; = {0,1} denotes the set of available
actions in each state. Assuming that the state of the machine is known at each decision
epoch, the decision maker may either restore the machine (action 1) to state 0 at cost
K or operate the machine as is (action 0) incurring a per-period operating cost of f(s)
where f(s) is a non-decreasing function of s. Consequently operating the machine in
a more deteriorated state costs more than operating it in a less deteriorated state.
Assume further that restoring the machine takes one period so that a restored machine
in state 0 is available at the start of the next period.

Define
p j=s+1a=0s<M-1
1—p j7=s5a=0s<M-1

j=0a=1,s<M

0 otherwise.

p(j|8,a) =

39For example, if S = [0,1] and V" denotes the set of continuous functions on S, then to establish
the third result requires the result that the uniform limit of continuous functions is continuous.
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Thus in each period the machine deteriorates one state with probability p and remains
in the same state with probability 1 — p except in state M. Since the decision maker
seeks to minimize the expected discounted cost of operating the machine over the
infinite horizon the problem is best expressed as a minimization problem.

The Bellman equation becomes

v(s) = min { K + Mv(0), f(s) + A(pv(s + 1) + (1 — p)u(s)) } (5.175)
for s € {0,..., M}.

Existence of an optimal control limit policy

To apply Theorem 5.30, let V" represent the set of non-decreasing real-valued functions
on S. It was shown in Section 4.4.2 to be compatible with D, the set of control limit

decision rules of the form:
0 if s<s*
d(s) = - 5.176
() {1 if s > s*. ( )

Clearly V¥ is non-empty. Section @ establishes Hypothesis 2 of the Theorem
Since the (uniform) limit of non-decreasing functions is non-decreasing, Hypothe-
sis 3 holds. Consequently, there exists an optimal non-decreasing (control limit) policy.
Moreover this result is valid if s is replaced with any non-decreasing function.

It is left as an exercise to verify this conclusion numerically, to develop an algorithm
for finding an optimal control limit policy by searching within the class of control limit
policies, and to provide conditions under which s* € {0,..., M — 1}.

5.11 Application: Queuing service rate control

This section compares numerical algorithms and investigates the structure of the opti-
mal policy in the queuing service rate control model formulated in Section |3.4.1.

5.11.1 The model

Consider an infinite horizon discounted version of the discrete-time queuing service
rate control model described in Section [3.4.1 and analyzed in the finite horizon case in
Section [4.3.1. Assume three service probabilities a; = 0.2, a3 = 0.4 and a3 = 0.6 and
an arrival probability of b = 0.2. Further assume that the delay cost is f(s) = s* and
the cost per period of serving at rate ay is m(az) = 5k3.

To use a finite state algorithm requires truncation of the state space. Assume
throughout this section that /N denotes the truncation level. When the state space is
truncated, the transition probabilities in state N for k = 1,2, 3 are

Qg j:N—l
1—6Lk j:N

p(j|N7ak> :{
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This means that in state NV, arrivals are blocked and the only possible event is a service
completion.

Since the goal is to minimize costs, a formulation using “min” instead of “max” in
the Bellman equation provides more transparent expressions. The Bellman equation
for the truncated model follows:

m(ag) + A((1 —d)v(0) + bv(1)) s=0
v(s) = k£n1i93 f(s) +m(ag) + Aagv(s —1)+ (1 —=b—ag)v(s) +bv(s+1)) 0<s<N
T FN) + m(ag) + Mago(N—1) + (1 — ag)v(N)) s=N

When m(ay) is increasing in k, which is reasonable for this application, there is no
need to minimize in state 0 since it will always be optimal to use the least expensive
service rate (or turn off the server if that were possible). Hence the Bellman equation
in state 0 simplifies to

v(0) = m(ay) + A((1 = b)v(0) + bu(1)). (5.177)

The beauty of this model is that as a result of the simple transition structure, there
is no need to write out the entire transition matrix when implementing an iterative
algorithm.

5.11.2 Value iteration

This section explores the use of value iteration to solve the queuing service rate control
model. It terminates with an e-optimal policy by using a span-based stopping criterion
and estimates the value function using the lower bound extrapolation.

Iterates of value iteration (Algorithm satisfy the following easy-to-code recur-
sions:

v’ (0) = m(a1) + A((1 — b)v(0) + bv(1)),
v'(s) = kg111’£173{f(5) + m(ag) + AMagv(s — 1)+ (1 —b—ag)v(s) + bu(s+ 1))}, 0 < s < N,

V'(N) = kI:I11171213{f(N) +m(ag) + Magv' (N = 1) + (1 — ag)v(N))}.

The problem is solved for N = 50, 200 and 1,000, and A = 0.5, 0.9 and 0.99. Each
instance starts with v'(s) = 0 for all s € S as a starting value and € = 0.0001 for the
stopping criterion. Value iteration terminates with an e-optimal policy when

sp(v/ —v) < A(1—A)" e
At termination the value function is approximated by

vi=Vv + A1 -V = Ve,
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which is within e of the optimal value function. While value iteration is only guaranteed
to produce an e-optimal policy, analysis using policy iteration below shows that the
policy obtained by value iteration is optimal.

Table shows the number of iterations for value iteration to achieve the stopping
criterion as a function of N and A. Observe that the number of iterations is increasing
in both N and A. In all cases, the time to solve it on a MacBook Pro M3 was negligible.

A 05 09 099
20 27 157 384
200 31 202 754

1,000 36 240 1,983

N

Table 5.2: Iterations of value iteration required to achieve span-based stopping criterion
for the discounted queuing service rate control as a function of N and .

Figure shows the e-optimal stationary policy as a function of A for two choices
of N. Observe that in both instances the e-optimal policy is monotone in the service
rate. That is, when the queue length is longer, the server should work faster in spite of
the higher cost. Moreover, the states at which e-optimal actions change for each value
of A remain the same for all choices of V.

In addition observe that in each state, the service probability increases with respect
to A. For example when s = 15, the left ﬁgur shows that the e-optimal action is
a; = 0.2 for A = 0.5, as = 0.4 for A = 0.9 and a3 = 0.6 when A = 0.99. The reason
for this is that when the future becomes less important to the decision maker (that is
when A is smaller), it is not worth the extra cost of using a faster service rate to reduce
the queue length. In the extreme, when A = 0.01, the e-optimal action in all states
(verified up to N = 5,000) is a;.

Figure |5.16| shows that the value function is non-decreasing in the queue length.
Providing a good parametric approximation to this function will provide the basis for
calculations in Chapter [J] using approximate dynamic programming.

5.11.3 Gauss-Seidel value iteration

This section finds e-optimal policies using Gauss-Seidel value iteration (Algorithm [5.4)).
Its implementation updates states in sequential order as follows:

v(0) = m(a1) + A((1 — b)v(0) + bv(1)),

V'(s) = kI:Hllglg{f(s) + m(ag) + A(agv'(s = 1) + (1 = b—ap)v(s) + bu(s + 1))}, 0 < s <N

40This observation is based on explicitly comparing the e-optimal policies.
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action
action

0 50 100 150 200 0 100 200 300 400 500

state state

Figure 5.15: The e-optimal stationary policy for the discounted queuing service rate
control model as a function of A for A = 0.5 (dotted), A = 0.9 (solid) and A = 0.99
(dashed) truncated at N = 200 (left) and N = 500 (right).

V' (N) = k{rlligg{f(N) + m(ag) + A(agv'(N = 1) + (1 — ax)v(N))}.

Observe that these updates differ from value iteration in that they use v'(s — 1)
instead of v(s — 1) for s > 1. As noted earlier, the s = 1 case for Gauss-Seidel and
value iteration are identical.

Section [5.6.2 indicated that using a span-based stopping criterion for Gauss-Seidel
iteration lacks theoretical justificationf] Instead the Gauss-Seidel implementation uses
the norm-based stopping criterion

IV = vl < (1=X)""e,

which by Theorem guarantees that v’ is within € of the optimal value function and
that a stationary policy derived using or alternatively from a v-greedy decision
rule is an e-optimal policy.

Table [5.3[shows that with the exception of the 50-state model with A = 0.99, Gauss-
Seidel requires fewer iterations than value iteration to identify an e-optimal policy in
spite of using the norm-based stopping criterion. At termination ||[v"" — v'||/||[v' — v||,
where v”, v/ and v denote three successive iterates, was slightly less than A (0.987 vs.
0.99, 0.887 vs. 0.9 and 0.443 vs. 0.5), consistent with faster convergence.

5.11.4 Policy iteration

This section describes the use of policy iteration (Algorithm . The algorithm ter-
minates when the v-greedy decision rule found using ([5.123)) repeats or equivalently I"

41 An alternative is to intermittently perform a value iteration update, followed by evaluating the
span of the change in values.
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value
1500000 2000000 2500000
1 1 1

1000000
|

500000

0 50 100 150 200

state

Figure 5.16: Lower bound extrapolation approximations to optimal value function
for the discounted queuing service rate control model as a function of s for A = 0.5
(dotted), A = 0.9 (solid) and A = 0.99 (dashed) truncated at N = 200.

A 0.5 0.9 0.99
50 23 90 634
200 24 90 634
1,000 24 102 727

N

Table 5.3: Iterations of Gauss-Seidel iteration required to achieve norm-based stopping

criterion for the discounted queuing service rate control model for different values of
N and A.

is empty. In this implementation, policies are evaluated using the linear system solver
in R Core Team [2024]. To do so requires generating the transition probability matrix
corresponding to a decision rule, which in this model is tri—diagona]@.

To explore the robustness of policy iteration, the algorithm is initialized with the
sub-optimal decision rule d° = {ay,as,as,a;,as, as,...}. The number of iterations
required and the optimal policy are reported in Table

Table shows that in all instances except the first, three iterations (policy eval-
uations and minimizations) were required to find an optimal policy. Since the optimal

42 A matrix is tri-diagonal if all non-zero entries lie on the sub-diagonal, diagonal and super-diagonal.
The row(-) and column(-) functions in [R Core Team [2024] facilitate generating this matrix.
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N A | Iterations First ay First as
50 | 0.50 2 n/a n/a
50 | 0.90 3 11 29
50 | 0.99 3 4 10
200 | 0.50 3 89 n/a
200 | 0.90 3 11 29
200 | 0.99 3 4 10
1,000 | 0.50 3 89 239
1,000 | 0.90 3 11 29
1,000 | 0.99 3 3* 10

Table 5.4: Number of iterations and optimal policy obtained when solving the dis-
counted queuing control model with policy iteration. Since the optimal policy is
monotone in service rate, the column “First ay” indicates the lowest state (shortest
queue length) at which action ay (service rate 0.4) is optimal. Interpret the column
“First a3” analogously. The starred cell is discussed in the text and “n/a” indicates
that this action was not used in the optimal policy.

policy for this model was monotone increasing in the service rate as a function of the
queue length, the optimal policies can be described by the change points between ac-
tions as noted in the table caption. In all cases except one (denoted by *), the optimal
policy for the smaller problem instance agreed with that of the larger problem instance.

The instance denoted by * is an anomaly arising from the dual effects of truncation
and discreteness of the action space. When solving the problem with N = 999 and
N = 1001, the optimal policy used a; for s < 3 and a, for s > 4 in agreement with the
50 and 200 state versions with A = 0.99. When N = 1,000, it was observed that in the
improvement step selecting the “argmax” using

CL; € argmax {T(S7a) + )‘Zp(ﬂsaa)vgoo(j)}

(J,EAS ]ES

resulted in the quantities in brackets in state 4 being 2080.04 when a = a; and 2080.87
when a = ay. Hence a; was selected when N = 1,000.

To further explore the performance of policy iteration and shed more light on
the service rate control model, a larger problem instance was solved. In it, A, =
{a1,...,as}, corresponding to service rates {0.2,0.3,...,0.7}. The model parameters
were m(ay) = 2k3, f(s) = s%, b = 0.2 and N = 5,000. The discount rate was set at
A =044

Policy iteration again found an optimal policy in 3 iterations, starting from the de-
cision rule d° = (ay, ag, ay, ag, . . .). Solving the 5,000 x 5,000 linear system of equations

43A small discount rate was chosen in order to obtain a policy in which the change in optimal
actions was not restricted to low states. With A = 0.9, it was optimal to use action ag when s > 106.
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required about 11 seconds on a MacBook Pro M3 computer using the solver in R Core
Team [2024]. Figure shows that the optimal policy is monotone and the value
function is non-decreasing in the queue length.

a —

as -

1

action
value

a;

az —

10000000 20000000 30000000 40000000

o
1

0
!

T T T T

T T T T T T T T
1000 2000 3000 4000 5000

1000 2000 3000 4000 5000

S}
o

state state

Figure 5.17: Optimal policy (left) and value function (right) obtained when using policy
iteration to solve the larger instance of the service rate control problem.

5.11.5 Modified policy iteration

This section solves several versions this model using modified policy iteration with the
main objectives being:

1. comparing the computational effort of MPI to that of value iteration,
2. comparing computation time of MPI to policy iteration in large problems, and
3. exploring the effect of the truncation sequence m,, on computational effort.

Theorem is used to obtain an e-optimal policy at termination.
Implementation follows Algorithm It starts with a decision rule d’ and value
v = 0 and applies the evaluation recursion (5.138|) represented by

V¢ g+ APy (5.178)

m,, times. The improvement step, (5.139), implemented component-wise, generates
both an updated decision rule d and Lyv.

To compare different truncation sequences, note that one improvement step requires
the same number of calculations as

ZSES ’Asl
N
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evaluation steps . More formally, define the quantity Effort to represent the
number of calculations required to perform one evaluation step. MPI trades off the
number of “cheap” evaluation steps with “more expensive” improvement steps. In this
example, |A;| = 3 for all s € S. Hence an improvement step requires three times
more calculations than an evaluation step. This means that if MPI terminated after
M iterations, then the total Effort is 22/1:1 my, + 3M.

Table summarizes Fffort as a function of the truncation sequence for the in-
stance when the state space is truncated at N = 200, A = 0.9 and MPI is initialized
with the sub-optimal decision rule d’' = (ay, as, ag, a1, as, as, . ..). It shows that all im-
plementations of modified policy iteration required fewer equivalent calculations than
value iteration (m,, = 0). Note than the number of iterates for value iteration differed
from that in Table [5.2 because this instance used a smaller value of e. Observe also
that the best choice of a fixed truncation value was between 10 and 20. Moreover
the increasing sequences n and int(n0'5) required more computational effort than the
decreasing truncation sequence max(30 — n,0), which required the least.

Truncation sequence m,, | Number of iterations, M | Effort = 2%:1 my, + 3M
0 (value iteration) 221 663
1 111 444
5 37 296
10 21 273
15 14 252
20 11 253
n 21 273
int(n%9) 43 311
max (30 — n,0) 8 234

Table 5.5: Comparison of Effort of modified policy iteration in the queuing service rate
control model using various truncation sequences for the instance with N = 200 and
A = 0.9. Entries above the line used fixed m,, and those below the line used m,, that
varied in n.

Guided by the above results, a 1,000 state version with A = 0.9 was solved. The
sequence m,, = max(30 — n,0) required the lowest Effort, 255, and M = 10 iterations.
In contrast, Effort for m,, = 20 was 299 and that of value iteration was 783.

Solution methods were compared for variants of the six-action model (solved in
the policy iteration section above) with 5,000, 10,000 and 15,000 states. Algorithms
were initialized with the decision rule d' = (a1, as, as, a1, a9, as,...) and € = 0.00001.
Value iteration required 293 iterations corresponding to an Effort of 1758. Moreover,
it required 21.69 minutes, to obtain an e-optimal solution. In contrast, modified policy

44int(z) denotes the integer part of z.
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iteration with m,, = max(30 —n, 0) required 12 iterations or, equivalently, Fffort of 366
to find an e-optimal solution. In contrast to value iteration, execution time for modified
policy iteration was 1.38 minutes and that for policy iteration was 2.40 minutes. Thus,
both are preferred to value iteration in this example.

Table provides execution time for policy iteration and modified policy iteration
in larger problems. Observe that modified policy iteration required less time than
policy iteration in all cases with the greatest reduction when N = 15,000. In all cases
policy iteration required three iterations to find an optimal policy. The majority of the
execution time was spent in the evaluation step solving

(I - )\Pd)V =Ty.

Note that constructing the matrix Py required considerable computational time.
Because of the sparsity of the P4 matrix, computational time for modified policy itera-
tion could be reduced if was implemented component-wise to take into account
the matrix structure.

Policy iteration Modified policy iteration
N Total time Evaluation time Total time
5,000 2.40 2.00 1.38
10,000 18.92 17.34 16.17
15,000 71.76 67.03 28.23

Table 5.6: Comparison of computation times (in minutes) on a MacBook M3 Pro
for policy iteration and modified policy iteration with truncation series varying with
respect to problem size. Total time solving systems of linear equations in the evaluation
step of policy iteration appears in the column “Evaluation time”.

5.11.6 Linear Programming

This section provides the primal and dual formulation of the queuing service rate
control model and solves a problem instance using the dual.

Let a(s) > 0,5 € {0,1,..., N} satisfy S a(s) = 1 and set c(s,a) = f(s) +
m(ay) = s* + 5k3.

Primal linear program

Since this is a cost minimization problem, it is natural to formulate the primal linear
program as a maximization problem™| as follows:

45The primal LP formulation corresponding to a cost minimization Markov decision process is

maximize Z a(s)v(s)

seS
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maximize «(0)v(0) + - a(N)v(N)
subject to  v(0) — )\((1 )U(O) +bv(1)) <e(0,ar), k=1,2,3

(s) — Magv(s — 1)+ (1 —ap —b)v(s) + bv(s+ 1)) < c(s,ar), s=1,...,N—1,k=1,2,3
(N) = XMagv(N — 1)+ (1 —ax)v(N)) < e(N,ag), k=1,2,3.

<

v

Observe that there are 3(N +1) inequalities, N +1 unknowns and no non-negativity
constraints. Moreover, the left hand side of the first constraint does not depend on ay,
so it only needs to hold for the least costly action, a; (see equation ((5.177))). Moreover
with a little algebra, the constraints can be simplified.

Dual linear program

As noted earlier, it is preferable to solve the problem through its dual (5.151). The
dual formulation is given by:

N 3
minimize ZZC s, ar)x(s, ax)
s=0 k=1
3 3
subject to x(0,ax) — )\Z (1 = b)z(0, ar) + arz(1,ax)) = a(0),
k=1 k=1
3 3

z(s,ap) =AY (ba(s —1,a;) + (1 — ap — b)x(s, ar) + apx(s + 1,ax)) = a(s),
1

=
Il
—
=
Il

fors=1,...,N —1,

[M]
NE

(N,ap) =AY (bz(N —1,a;) + (1 — ap)z(N,az)) = a(N),

=i
I
T

1
x(s,ar) > k=1,...,3,s=0,...,N,

Observe that the dual is a minimization problem and has 3(NN + 1) variables, N +1
equalities and 3(N + 1) non-negativity constraints.

Solution

Recall that every feasible solution of the dual corresponds to a randomized policy
through (5.153). Moreover from Theorem [5.24] it follows that decision rules corre-
sponding to basic feasible solutions form deterministic policies in which d*(s) = a

subject to  v( /\Zp jls,a)v(j) <r(s,a), a€ Ag s€S.
jeSs

Alternatively, the LP problem could be formulated as as a minimization problem, but this would
require setting rewards equal to negative costs.
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when z(s,a) > 0. Since there is an optimal basic feasible solution to the dual, the
optimal policy can be easily obtained from it.

Consider a problem instance with N = 50, A = 0.9 and «(s) = 1/(/N + 1). Since
there are N + 1 equality constraints, an optimal basic feasible solution to the dual has
N + 1 positive variables and 2(N + 1) variables equal to zero. Solving the dual using
either the function “simplex” in the package “boot” or the function “IpSolve” in the
package “linprog” in R , yielded a dual solution of the form:

k=1and s=0,...,10
z(s,ar) >0 when ¢ k=2and s=11,...,28
k=3 and s =29,...,50.

By the above argument, the policy (d*)* which uses

ay, for s=10,...,10
d*(s) = < as, for s =11,...,28
az, for s =29,...,50.

is optimal and agrees with that found using policy iteration.
Other observations include:

1. the primal solution, which yielded the optimal value function v}, was identical
to that found using the iterative methods above,

2. the optimal primal and dual objective function values were equal (Theorem [5.26)),

3. the optimal policy and primal value functions did not vary with «a(s) (Theo-

rem |5.29)), and

4. larger instances of the problem could be solved easily.

5.11.7 Concluding remarks on queuing control application

This section solved variants of the queuing service rate control model using all of the
algorithms in this chapter. A summary of results follow:

1. In all cases the algorithms terminated with monotone non-decreasing policies and
value functions. Although modified policy iteration and value iteration found e-
optimal policies, they were actually optimal.

2. Policy iteration (and linear programming) are the only algorithms that guarantee
optimal (as opposed to e-optimal) policies. However policy iteration requires
constructing P, and solving a linear system, which is O(]S]?), so that it becomes
time consuming as the problem size increases.
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3. Gauss-Seidel iteration required fewer iterations than value iteration but improve-
ments were not remarkable.

4. Modified policy iteration with any reasonable truncation sequence significantly
outperformed value iteration. It appeared that a decreasing truncation sequence
worked best.

5. Modified policy iteration (with truncation sequence m,, = max(30 — n,0)) was
the fastest method for finding optimal policies in large instances (N > 5,000).

6. Linear programming required some effort to formulate and specialized software
to solve. The dual linear program identifies optimal policies directly and the
primal yields optimal value functions. An advantage is that it allows constraints
to be included.

For large problems, modified policy iteration with a decreasing truncation se-
quence appeared to be the best approach. Moreover it can be enhanced by
using Gauss-Seidel updates when evaluating a fixed policy, coding the updates
component-wise so as to exploit the sparsity of the transition matrices, and per-
haps augmenting it with action elimination. Policy iteration can be used for
small problems but in such settings, any solution method should suffice.

5.12 Application: Clinical decision making

This section analyzes a numerical instance of an infinite horizon discounted variant
of the liver transplantation model that was formulated in Section [3.6] Refer to that
section for model components and details.

The main purposes of this example are:

1. to analyze a model with a complex transition structure,

2. to illustrate an insightful graphical description of an optimal policy in a multi-
dimensional state space,

3. to provide an optimal policy with a clinically meaningful structure, and
4. to delve deeper into an innovative application.

In this application, discounting may be justified in one of two ways: (1) from the
perspective that one minus the discount rate represents the probability that a patient
dies on any day from a cause other than organ failure or (2) from the perspective that
a day alive today is worth more than a potential day alive in the future.
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5.12.1 The Bellman equation

Given the model components defined previously, the Bellman equation can be written
as

v(h, 1) = max {R(h, D,y ((1 + Xv(R', 1)) y(W|R)B(U'|R)
vesy (5.179)

+ (L4 Mo(R, @)y (W' |h)p(h) + )\U(A)é(h)) }

for h € Sy,l € Sy,

o(h, @) = 3 ((1+)\v(h’,l’))y(h’|h)6(l’|h)+(1+/\v(h’,@))y(h’|h)¢(h)—Mv(A)cS(h))
heSy
I'eSy,

(5.180)
and v(A) = ('

In the maximization, the first term corresponds to accepting the offered organ (ay)
while the second term corresponds to the decision to not accept an organ and wait one
period (aj). The second term is composed of the sum of three expressions: the first
corresponds to a transition to state (h’,1’), the second to no organ being available and
the third corresponding to death due to liver failure. Note further that in each of the
first two expressions, the quantity 1 represents an additional day of life.

Observe also that the second term in the maximization is identical to v(h, ®) be-
cause rejecting an organ results in the same transition probabilities as when there is
no organ to transplantf’’}

5.12.2 A numerical example

Without access to primary datalzf_g] the implementation here chose parameters that pro-
duce an optimal policy with a similar structure to that in the article.

This example specified H = 20 and L = 10. The daily discount rate A = 0.99978
corresponded to an annual discount rate of 0.99. To be compatible with discounting,
R(h,1) represents the average discounted survival time post transplant for a patient in
health state h and organ quality [. It was set to

R(h,1) = a(365(14 — 0.25(h — 1) — 0.6(I — 1))).

46Because A is a zero-reward absorbing state, this application could be modeled without discounting
as a transient model as described in Chapter

4TThis observation simplifies coding the algorithm. Note a similar structure was observed in the
online dating model of Section 4.3.3

48Recall this example is based on |Alagoz et al. [2007].
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With o = 0.15, mean survival varies between 7 and 25.6 monthg™]
Transition probabilities without transplant were chosen to be

5(20) = 0.001 and ~(20]20) = 0.999
and for h=1,...,19

0.997 — 0.0004h k' =h

d(h) = 0.0003h and ~(Rh'|h) = {

0.003 4+ 0.0001~ h' = h+ 1.
These probabilities assume that each day, a patient may die, remain in the same health
state, or transition to the next higher (worse) health Stat. Note that properties of
transient Markov chains (see Appendix can be used to compute the expected number
of days to death without transplant by solving (I — Q)u = 1 where Q denotes the
matrix with components ¢(h'|h). Using this approach showed that expected survival
times without transplant are between 3.3 months in health state 20 and 35.2 months
in health state 1F1]

The probability of not being offered an organ for transplant, ¢(h), depends on h,
the health state at the start a day. To model the policy that patients in poorer health
states are most likely to be offered an organ, the probability of a patient in health state
not being offered an organ was chosen to be

¢(h)=1—0.01h for h=1,...,20

and
B(llh) = 0.001h for h=1,...,20,1=1,...,10.

This probability distribution assumes that the probability of being offered an organ on
any day, varies between 0.01 and 0.2 and that organ quality varies uniformly over the
quality classes.

5.12.3 Numerical solution

Numerical solutions are obtained by solving the model using policy iteration with
iterative policy evaluation@ and begin the iteration with the decision rule d’ that uses

49Tn contrast, the literature suggests survival of 14 years when a low-health state patient receives a
high quality organ. The multiplier of 0.15 on R provides interesting policies. With a = 1, it is always
optimal to transplant.

50When the probability of transitioning to worse health states or death increases as the patient’s
health state degrades, a property known as increasing failure rate

5lLiterature suggests that 3-month survival rates vary between 27% and 98% depending on patient
health state (MELD score).

52This is equivalent to modified policy iteration with a very high order (20,000). Iterative evaluation
was used for coding since it is tedious to generate and manipulate matrices with vector-valued states
in R.
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action a; (reject an offered organ) in every state (h,l) for h € Sy and L € Sp. Note
that under this policy, v(h,l) does not depend on [ so it can be written as u(h). To
find u(h) solve

I-)\Qu=1 (5.181)

where I denotes an |Sy| % |Sy| identity matrix, Q denotes an |Sg| X |Sy| matrix with
elements v(h/|h)P% and u denotes an |Sy|-component vector with entries u(h).

In Figure u(h) is depicted with a solid line. Observe that it declines from over
1056 days for a patient in health state 1 (the best health state) to under 99 days for a
patient in health state 20 (the worst health state). This figure also compares survival
without transplant to survival post-transplant for the best (I = 1) and worst (I = 10)
organs. It suggests that if the best organ is available, it should be accepted in health
states 3-20 and if the worst organ is available it should be accepted in health states
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Figure 5.18: Comparison of mean (discounted) survival days u(h) without transplant
(solid line) and specified survival post transplant reward R(h,[) for two organ qualities
labelled “R:best organ quality” and “R:worst organ quality”.

53This matrix corresponds to transient states of the health state change process.
5 Note that choice of R(h,l) was not based on data but specified to generate the pattern in Fig-

ure @
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To implement the first improvement step of policy iteration set v(h,l) = u(h) for
L =1,...,L and use the right hand side of (5.179) to identify an improvement. The
algorithm converges after two additional iterations.

5.12.4 Interpretation of results

Figure displays the optimal policy graphically. Observe that regardless of organ
type, it is optimal to wait in health states 1 and 2 and to accept a transplant for any
type of organ in health states 8-20. In health states 3-7, the decision to accept an
organ depends on the organ quality. In health state 3, it is optimal to accept an organ
of quality 1 and 2 while in health state 7 it is optimal to accept an organ of quality of
1 to 9. Observe also that the transplant region shrinks as health quality improves.

From the other perspective, it is optimal to accept the lowest quality organ in health
states 8 to 20 and optimal to accept the best organ in health states 3 to 20. Observe
also that the transplant region shrinks as the organ quality worsens.

What this means clinically is that a patient in a poor health state should be willing
to accept any available organ, while a patient in healthier state can be more selective.
At the extremes, a patient in health states 1 or 2 should reject any organ and only
consider transplantation when the disease worsens. In other words, a patient should
become less selective as disease progresses. From a technical perspective, the optimal
policy is a control limit policy in each dimension and jointlyE].

Figure [5.19b shows discounted survival times for the no transplantation option (as
in Figure and under the optimal policy when the best (I = 1) and worst (I = 10)
organ types are available. Observe that survival times are greater than the always wait
action in all health states under either transplant option. This may seem surprising in
health state 1 since a patient in that state will not accept any organ. However after
eventual transition to a poorer health state, the patient will follow the optimal policy
and eventually accept a transplant. Thus improved survival follows because when the
patient reaches a poorer health state, the improved survival under transplantation
R(h,1) will replace the survival under no transplantation u(h).

5.12.5 Concluding remarks on clinical decision making appli-
cation

This section has formulated and used Markov decision processes to analyze a stylized
version of a realistic clinical decision problem. It provides a intuitive graphical repre-
sentation of an optimal policy and interprets it from a clinical perspective. Moreover by
comparing and interpreting survival (value functions) under several options, it shows
the benefits of using a dynamic decision making as opposed to a myopic approach.

5Using methods discussed in Section Alagoz et al. |2007| establish this result analytically
under specific assumptions on the model components.
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(a) Optimal policy as a function of health (b) Survival under the optimal policy as a
state and organ quality. function of health state for two organ qual-
ities and without transplantation.

Figure 5.19: Graphical representation of the optimal policy and value function in the
liver transplantation application.

5.13 Technical appendix

5.13.1 Proof of Theorem

This section proves Theorem [5.1] for the case where v](s) is written as:

Vi) =33 Y NG a k) PTX = 5.V = a, Xy = K|X1 = 5. (5.182)

n=1 jeS acA;

Theorem follows immediately from the following important yet subtle lemma[f].
Moreover this lemma will provide the basis for establishing an analogous result to
Theorem for models with the expected total reward and average reward criteria.

Given a history dependent randomized policy, the proof constructs for each starting
state s € S, a Markovian randomized policy with equivalent conditional action selection
probabilities.

Lemma 5.9. Let m = (dy,ds,...) € [I"™. For each s € Sand n = 1,2,. .., there
exists a ' = (d},d},...) € IIMR for which

P [ Xp1=k X, =5Y,=al|X; = 5] (5.183)
=P [ Xp1 =k, Xn =4, Y, =a|X; =5

56This result was proved by |Strauch [1966] in greater generality.
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forkeS,je S, and a € Aj.

Proof. Fix s € S and construct 7’ = (d},d5, ...) € IMR by setting

P Y, =a,X,=7j|X1=5s]

wa (alj, 8) = PTYn = a|Xn = J, X1 = 5] = =5t 2 g

(5.184)

forj €S, a€A; andn:1,2,..ﬂ.

Note the dependence on s in the definition of wq (a7, s). This is because the action
selection probability distribution may differ across initial states. Note further the two
quantities in the final term in are marginal distributions over all intermediate
states and actiond|

The left hand side of (5.183) can be expressed as a product of conditional proba-
bilities as follows:

P [Xpi1 =k, Xp =, Yy = a|X; = 5] = (5.185)
P Xp41 =kl Xy =7,Y,=0a,X1 =5 P"[Y, =a|X,, =75, X1 =s| P"[X,, = j| X1 = s].

The following arguments establish that for n = 1,2,..., each expression in terms of
7 e IR in equals the equivalent expression with respect to 7/ € IIMR.

By the Markovian assumption on transition probabilities, X, is independent of
X, conditional on X,, = j and Y,, = a. Therefore

P Xnt1 = k| Xy =5,V = a, X1 = 5] = p(klj,a) = P™ [Xpt1 = k| Xy = 5, Yy = a, X1 = s].
By the construction of d, it follows from that
P[Y, = a|X, = j, X1 = s| = wg (alj,s) = P* [V, =a|X, =j, X1 =s]  (5.186)
for all n. Thus, what remains is to show is that
PTX, = j|X; = 5] = P™ [X, = j|X| = s]. (5.187)

This follows by induction as follows. Clearly (5.187)) holds for n = 1. Assume it is true
fort=2,...,n—1. Then

PUX, =j1X1=5s]=Y Y plill.a)P"[X,y =1, Y,y = a]X; = g]

les aEAl

=3 p(illa)P [V, oy = a| Xy =1, X, = s|P7[X,_y = 1| X = 3]
les aeAl

=2 > Pl a)PT Yoo = al Xy = 1, X0 = s]P7 (X = 11X, = ]
€S a€A;

5TThe Markovian randomized decision rule d/, induces a probability distribution over the actions
that matches the probability distribution induced by the given history-dependent randomized decision
rule d,,.

58See Example below.
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=> > p(lla)PY [Xpoy =1, Yy = a|X; = g

€S a€A;
= P"[X, = j|X; = s],

where the third equality is a consequence of the induction hypothesis and ([5.186)).
Hence ([5.187) is valid for all n completing the proof. O]

Substituting the result of the above lemma into ([5.182) proves the following result
that appears as Theorem in the body of this chapter.

Theorem 5.31. For each 7 € IT"F | there exists a 7' € IIMR for which

/

vi(s) = o3 (s)

Comments and examples
Lemma [5.9 and its proof are quite subtle. Comments follow.

1. Given a history-dependent policy, this lemma guarantees that for each initial
state s there exists a Markovian (randomized) policy 7'(s), that achieves the
same state action probabilities. However, as Example shows, it does not
guarantee that same policy will achieve this result for all states.

2. The construction of d, in ([5.184]) requires some further explanation. The quan-
tities P"[Y,, = a, X,, = j, | X1 = s] and P"[X,, = j|X; = s|] may be computed
by marginalizing the distribution summing over all omitted terms, for example
when deriving

P Xy =j|Xi=5s]= Y pljls.a)P"[¥; = a|X; = s].

CLGAa

3. This result does not guarantee that distribution of sample paths of 7 and «’
will be the same, only that the marginal conditional probabilities necessary to
evaluate the expected reward in period n given in ([5.183)) agree.

4. The result generalizes to a model in which the initial state is chosen according
to a probability distribution p(s) := P[X; = s] in which the conditional action
selection probabilities in ((5.184) depend on p(-).

5. This result could also be applied to a finite horizon model to establish that for
every history-dependent policy there exists a Markovian randomized policy with
the same state and action probabilities.
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Example 5.18. To show that the corresponding Markovian policy depends on
the initial system state, consider a deterministic model with S = {u,w} and
A, = A, = {a,b}. Action a maintains the system in its current state and action
b causes the system to move to the other state.

Define the history-dependent policy 7 that uses a twice and then b once and
repeats this sequence indefinitely when the system starts in « and uses b once
then uses a twice and repeats this sequence indefinitely when the system starts
in w. Since the system is deterministic the action at decision epochs when a
state is not visited can be arbitrary.

Hence if the system starts in state u, ™ generates the sequence of states and
actions (history) (u,a,u,a,u,b,w,a,w,a,w,b,u,...) and if it starts in w, it gen-
erates the sequence of states and actions (w, b, u, a,u,a,u,b, w,a, w,a,w,b,...).
Now construct the decision rules corresponding to a (non-stationary) Marko-
vian policy. Starting in u, di(u) = a, do(u) = a and d3(u) = b. Starting in
w, dy(w) = b, dy(u) = a and dj(u) = a. Since ds(u) # dj(w), the Markovian
decision rule needed to match the state-action distribution of 7 varies with the
starting state.

The following numerical example illustrates the computation implicit in ((5.184]).

Example 5.19. Let S = {u,w} and A, = A, = {a,b}, p(u|u,b) = 0.1 and
p(ulu,a) = 0.4.
Suppose 7 € ITHR is such that

PTY1 =a|X; =u] =0.7
and

PTY; =a|lXy =u,Y1 =a,X; =u] =0.2
PﬂD/Q = a]XQ = u,Yl = b,Xl = U} =0.4.
Note that at the second decision epoch, the probability distribution of action

selection under 7 depends on the entire history.
Then for example

P™Ys =a,Xo =u,Y; =a|X; =u] =0.2 x 04 x0.7=0.056
PYs=a,Xo =u,Y, = b|X; = u] = 0.4 x 0.1 x 0.3 = 0.012

so that

P™[Ys = a, Xo = u|X; = u] = 0.056 + 0.012 = 0.068
P[Xy=ulX; =u] =04 x0.7+0.1 x 0.3 =0.31
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Hence d, chooses actions according to

0.068 0.224

where wq (-|u,u) is defined for n = 2 by (5.184). Thus at decision epoch 2, 7’
chooses actions according to d) and is in [TM®,

=0.781

Wy, (a|u7 U) =

5.13.2 Bounds for Gauss-Seidel iteration

This section generalizes arguments in Section [5.5.3 to derive bounds for Gauss-Seidel

iteration. To do so requires developing some interesting matrix theory.
Choose v € V and let d' € DMP be such that for k=1,..., M

r(s,d (s1)) + A (Zp(sjsk7 d'(s1))Gv(s;) + Zp(3j3k7dl(sk))v<3j))

i<k >k

J<k Jzk

= max {T(S, a)+ A (Zp(sjsk, a)Gv(sj) + Zp(sj|sk, a)v"(sj)) } = Gv(sk).

Decompose Py in to its lower and upper triangular parts, Py = P% + PY, where

[0 0 0 . 0 0]
P21 0 0 . 0 0
P31 P32 0 . 0 0
Pé‘/ — . . . . . .
PM-11 PM-12 DPM-13 --- . 0
[ P D2 pm3 - Pmm—1 O
and ) i
b1 P12 P13 --- PimM-1 Pim
0 P p23 ... pa2a—1 Pam
U 0 0 p33 ... P3m—1 Psm
0 0 0o ... DM-1.M

Then in vector form

Gv = cmax {ry + APJGv + AP{v} = ry + AP, Gv + AP} v.

de DMD

From the above equation, it is easy to see that if P4 is upper-triangular, that is P% is
a matrix of zeroes, Gauss-Seidel and value iteration are identical. Rearranging terms
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in the above expression yields
(I - AP5)Gv =ry + APV,
Since (I — APL)™! exists, it provides the following elegant representation for G
Gv=1-XPL) 'rg + (I - APL)IAPYv
= cmax {(I - AP}) 'ty + (I - AP)) " AP{v}. (5.188)

deDMD

The following additional notation simplifies exposition and suggests some general-
izations. For d € DMP define two matrices as follows:

Qs :=1-) P} and R,:=\PY.

Consequently™]
I-2P;=Qs— Ry (5.189)

Hence G can be expressed in this notation as:

Gv = cmax{Q;'ry + Q;'R,v}. (5.190)

de DMD

The following result generalizes Lemma[5.5|to the operator G. The proof is identical
to that lemma in which Lv is replaced by the representation ((5.190) for Gv.

Lemma 5.10. Let u € V and u € V. If d, attains the maximum of Gv in

E190). then
Gv—v>Gu—u+(Q; 'Ry —I)(u—v). (5.191)

An additional result follows.

Lemma 5.11. For any d € DM®_ || Q;'R,|| = A and

o0

(I-Q;'Ry)™" =)D (Q;'Ry)"™ (5.192)
n=0
Proof. From Lemma[5.2]
Q' = (I- P =) (\Py)" > 1L
n=0

59This decomposition of I — APy is referred to as a splitting. Other iterative schemes for solving
(I — APg4)v =ry can be expressed in this way.
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Since (I — AP,;)e > 0, the above inequality implies
Q' (I-APgle > (I - APy)e,

and it follows from (5.189) that
(I-Q;'Ry)e = Q;1(Qs — Ry)e > (I AP,)e.

Hence APge > Q;'Rge > Rye > 0, from which it follows that A = || APy > [|Q;'Ral|.
But since the first row of Gauss-Seidel is equivalent to value iteration, its row sum,
Q;'Rge(s1) = A from which the first result follows.

Equation follows the first result and Lemma m

This lemma is used in the proof of the following theorem but also guarantees the
row sums of Q;le are less than or equal to A. If P, is not upper triangular, some,
but not necessarily all, of the row sums will be strictly less than \.

For a matrix A > 0, let (A) denote its minimum row sum. Of course |A|| equals
its maximum row sum. Note that the proof of the following theorem differs slightly
from that of Theorem because the row sums of Q;le need not all equal .

Theorem 5.32. Suppose 0 < A < 1 and let @ = mingepuo 1(Q;'Ry). Then for
any v € V,

v+ (1 =N GV —V)e>Gv+ A1 =N (Gv—v)e>vi>v]

(5.193)
> Gvta(l—a) H(Gv—v)e>v+(1—a)(Gv—-vV)e

Proof. Following the argument used to obtain the upper bound in the proof of Theo-
rem |5.12) and (5.192), it follows that

v+ (Qi'Ra)" GV —v)e 2 v+ (I- QRy,) H(GV — v) > Vi
n=0

From Lemma , 1Q,'Rq, || = A so that sum above is bounded by (1 — X)™* giving
the outer upper bound. The inner upper bound follows from the same argument used

to prove Theorem
To obtain the lower bound, apply Lemma [5.10[ and (5.192) to obtain

Vi> v+ ) (QulR4) GV = Ve

n=0

Follow the steps in the proof of Theorem using the lower bounds on y 7 (Q; 'Ry, )"e
based on « to complete the proof. O]
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Note that the upper bounds can be computed throughout the iterative process.
However the lower bound cannot be evaluated without knowledge of o or a lower
bound on it. When ||Gv — v|| is sufficiently small to terminate the iterations, the
upper bound should provide a reasonable approximation to the optimal value function.

The following example illustrates these bounds in a case where o can be evaluated.

Example 5.20. Consider to the two-state example with A\ = 0.9. Since there
are only four Markovian decision rules, one can evaluate o. The following table
summarizes calculations.

d Qu Ry Q;'Ra [ Qs Rall | #(Q;"Ra)
s B e g e | oo
(011, a22) —01.36 ?] [0'072 6.1584] 8;23 09680: 09 0-86
o] [ BB e |
(01,2, 022) —01.36 [1)} {8 00.594} {8 00.594} 0-9 0.54

Observe that |Q;'Rq| = 0.9 as guaranteed by Lemma Also note that
a = 0.54. Since « corresponds to the optimal policy, one would expect the lower
bound to apply.

The following table of iterates of Gauss-Seidel with v? = 0 shows how these
bounds behave empirically. Each entry of the table represents a bound on each
component of the vector of iterates.
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Iteration | Upper bound Lower bound

10 (32.958,31.022) | (24.597,22.661)
20 (30.799, 28.655) | (28.860,26.717)
30 (30.299, 28.107) | (29.849,27.657)

40 (30.182,27.980) | (30.078,27.875)

Since v} = (30.147,27.941), the bounds are quite adequate after 40 iterations
with the upper bound being a closer approximation of v} than the lower bound.
Note also that when « replaced A\ in the upper bound and A by « in the lower
bound, neither were valid.

5.13.3 Convergence of policy iteration in non-finite models*

This section represents a departure from most of the book in that it applies to models
with non-finite state and/or action sets. Figure symbolically represents the logic
underlying the Newton’s method representation for policy iteration, suggests why it
converges in a few iterations in a finite model and also provides the basis for proofs of
convergence of modified policy iteration.

Iteratively applying Lemma and using the established convergence of value
iteration yields the following important convergence result for policy iteration. See the
proof of Theorem for a detailed proof using the same logic.

Theorem 5.33. Suppose Bv? > 0 and for all v € V there exists a

dy € argmax{ry + \P,v}. (5.194)
de DMD
Then the sequence of iterates v*,n = 0, 1, ... of policy iteration converges mono-

tonically and in norm to v3.

The condition Bv® > 0, or equivalently Lv® > v’ holds when policy iteration
starts with a decision rule d° in step 2, which is evaluated in step 3 to obtain v°,

because
IvY > rp + AP v’ = Bv°.

Alternatively policy iteration can start in step 3 with any v satisfying Bv® > 0. Recall
that if Bv? >0, v? < vi.
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sith component of v
o

sith component of v

Figure 5.20: The bold line represents Bv(s;) as a function of v(s;) for two states s;
and s; and the horizontal line represents v(s;) = 0. The dashed lines represent B;v(s;)
as a function of v(s;) for each of four decision rules. When policy iteration starts at
vY, the improvement step identifies a v%-greedy decision rule d° with support Bgpv. In
the evaluation step, it solves Byov = 0 to obtain the value v!. Repeating this process
shows that policy iteration generates the iterates v? and v® = vi. Observe that if one
were able to identify w with less effort than solving Bgypv = 0, the w-greedy decision
rule would be identical to that at v!. Modified policy iteration seeks to do this.

The crucial hypothesis is that the maximum is attained in (5.194). Conditions
under which this occurs include:

1. A, finite for all s € S, and
2. A, compact for all s € S, and r(s,a) and p(j|s, a) continuous in a for each s € S.

Note that S no longer needs to be finite. It can also be compact or countable, and
convergence will be guaranteed.

In non-finite circumstances, policy iteration may never satisfy the stopping criterion
d" = d. In such cases, terminate the algorithm using a stopping criterion based on
[v** — v"|| or sp(v*™! — v"). The value of the decision rule at termination provides
the tightest lower bound while the tightest upper bound from Theorem [5.12] applies.
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Note that this approach can also be used when the problem is finite if one seeks only
an e-optimal policy. Note further that action elimination can also be incorporated in
policy iteration.

Quadratic convergence of policy iteration

As observed in examples, policy iteration usually converges in a few iterations in finite
state and action models. The following theorem provides conditions under which policy
iteration converges quadratically in non-finite models.

Theorem 5.34. Suppose for all u and v in V, there exists a K > 0 for which
IPa, = Pg, || < Klu—v] (5.195)
where d, and d, are greedy with respect to u and v. Then

vt — vy < 22

< v - v (5.196)

Refer to Section 6.4.4 in [Puterman| [1994] for a proof of this theorem, an example
illustrating quadratic convergence and conditions on the model components that ensure
holds.

Note that condition does not hold for all u and v in finite state and action
models. To understand why consider the value w in Figure at which there is a
“kink” in Bv. This means that at w there are two w-greedy decision rules, say d; and
ds, where d; is greedy at u = w — €l and d5 is greedy at v = w + €1 for small ¢ > 0.
Thus ||Pg, — Pg,|| > 0 will remain constant even when e becomes extremely small so
the bound cannot hold.

Sufficient conditions for to hol include that for each s € S:

1. Ag compact and convex,
2. p(jls, a) is affine in a for each a € Ay, and

3. r(s,a) is strictly convex and twice continuously differentiable in a € A;.

Bibliographic remarks
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counted model in considerable generality. However, discounting appeared earlier in
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60Results that describe the form of v-greedy decision rules are referred to as selection theorems.
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improvement for policy iterations is motivated by results on pp. 40-41 in Derman
[1970].
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Puterman| [1994] regarding representing Gauss-Seidel updates as a regular splitting.
The concepts of hybrid algorithms and details on asynchronous value iteration may be
found in Bertsekas [2012].

Modified policy iteration was independently proposed by Puterman and Shin [1978]
and jvan Nunen [1976]. Its discussion here follows Puterman [1994] and the references
therein. |Canbolat and Rothblum [2013] establishes convergence of modified policy
iteration and bounds for any starting value. Note that this paper originally appeared
as an unpublished manuscript in 1979 and was published posthumously in 2013. See
also Bertsekas [2012], who refers to this algorithm as optimistic policy iteration. At
this point in time, we think approximate policy iteration would have been a better
descriptor.

The linear programming formulation of discounted models originates with |D’Epenoux
[1960]. |Kallenberg [1983] provides a comprehensive study of this model under a range
of optimality criteria. Hillier and Lieberman [2021] provides a good introduction to
linear programming and Bertsimas and Tsitsiklis [1997] provides a more theoretical
treatment.

Our formulation and analysis of the clinical decision making application is based
on Alagoz et al. [2007].

Exercises

1. Consider Exercise [1| from Chapter 2. Assume A = 0.9.
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(a) Write out the Bellman equation for the value function and the state-action
value function.

(b) Find an e-optimal policy using value iteration and Gauss-Seidel iteration.
Plot the norm and span for each as a function of the iteration number.

(c) Evaluate the bounds for value iteration and Gauss-Seidel iteration after 10,
20 and 30 iterates.

(d) Apply an asynchronous value iteration algorithm in which the state to up-
date is chosen from a uniform distribution on the set of states.

(e) Apply value iteration with action elimination.

(f) Solve the problem with policy iteration and a variant that re-evaluates the
value function as soon as a strictly improving action is identified. Compare
the convergence and progress of these two variants of policy iteration.

(g) Formulate and solve the problem using linear programming.

2. Find an e-optimal policy for the model in Exercise [1| from Chapter 2 using the
following variants of modified policy iteration.

Initiate it with v = 0.

(a
(b

)

) Initiate it with a decision rule of your choice.
c¢) Choose m,, fixed, increasing and decreasing.
)

)

(

(d

(e) Summarize your conclusions on the best approach for implementing modified
policy iteration.

Integrate the algorithm with Gauss-Seidel updating where appropriate.

3. Consider an infinite horizon version of the periodic inventory review problem of
Section with a finite warehouse capacity of 10 units, no backlogging, fixed
ordering cost of $12, per unit ordering cost of $2, revenue of $5 per item sold,
and holding cost of $1 per unit per period. Assume a scrap value of $1 per item.
If demand cannot be fulfilled by stock on hand after receipt of an order, it is lost.
Assume demand is geometrically distributed with p = 0.3.

(a) Solve the problem assuming there is no delay between when the order is
placed and it arrives. Does the optimal policy have any obvious structure?

(b) Solve the problem assuming that when an order is placed it arrives at the
end of the period after demand is met from stock on hand. How do your
results compare to those when the stock arrives instantaneously?

4. Consider the replacement model in Section|5.10.2|with M = 100, p = 0.5, A = 0.9
and K = 50.

(a) Use policy iteration to find an optimal policy and comment on its structure.
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(b) Use linear programming to find an optimal policy.

(c) Develop a policy iteration type algorithm that exploits the result that there
exists an optimal control limit policy for this model.

5. Solve a discounted infinite horizon version of the restaurant management problem
(Exercise [15|in Chapter 3) using A = 0.9.

6. Consider a discounted infinite horizon version of the queuing admission control
model of Section |3.4.2. Assume the arrival probability is b = 0.3, the service
probability is w = 0.2, the holding cost is h(j) = 37, the payment is R = 60 and
the discount rate is 0.95. Moreover, assume that the queue capacity is 100 and
that the controller must reject a job if the queue is full.

(
(

a) Write the Bellman equation for this model.

)

b) Find an optimal policy using policy iteration.

(c¢) Find an e-optimal policy using value iteration and modified policy iteration.
)

(d) Prove that there exists an optimal control limit policy.

7. Knowing when to quit. Consider a game in which transitions occur between
states according to a random walk on the integers {0,..., M} with transition
probabilities p(j + 1|j) =1 —p(j — 1|j) = ¢ for 1 < j < M — 1. Assume further
that the game stops when either state 0 or state M is reached. In state 0, the
player receives 0 and in state M, the player receives M.

At each decision epoch the decision maker may quit the game and receive a
reward of j if the game is in state ; < M or continue playing. Recall that
stopping corresponds to a transition to a reward-free absorbing state A. Assume
a discount rate of A < 1.

(a) Provide the Bellman equation for this model.
(b) Show that the optimal strategy is to stop immediately if ¢ < 0.5.

(¢) Find an optimal strategy for all combinations of M € {20,100}, € {0.6,0.75,0.9}
and A\ € {0.60,0.90,0.99} using policy iteration and linear programming.

(d) Verbally describe the optimal policy and how it varies with the model pa-
rameters.

(e) *Derive the optimal policy analytically.

(f) How would results change if on stopping in state s, the player receives s* or

Nz

8. Solve the primal and dual linear programs for the two-state model for A\ = 0.9 and
a € {0.2,0.4,0.6,0.8}. Verify that Strong Duality holds, and that the optimal
policies are the same as the ones derived through value iteration and policy
iteration.



CHAPTER 5. INFINITE HORIZON MODELS: EXPECTED DISCOUNTED REWARD316

9. Discounted optimal stopping.@ The purpose of the exercise is to investigate
policy evaluation in a simple optimal stopping model. Consider an optimal stop-
ping problem on states S = {sy, 2, 53, S4}. Assume in states s; and sy stopping
is possible and in states s3 and s4 stopping is not possible. Stopping yields a
reward R = 25 and continuing yields a reward of 1 in states sy, S, s3 and 0 in s4.
Let A denote the stopped state. Assume the unstopped Markov chain transitions
are determined by the transition probability matrix

0.98 0.01 0.01 0

0.01 098 0.01 0

0.005 0.005 0.985 0.005
0 0 0 1

P =

(a) Evaluate the policy d* that stops in state s; and continues otherwise. As-
sume A = 0.999.
i. Evaluate this policy by solving by solving (I — APy)v = ry.
ii. Evaluate this policy using the recursion v = ry + APyzv. How many
iterations are required to accurately compute v?
iii. Evaluate this policy using the component form recursion

V'(s) = r(s,d(s) + XY p(ils, d(s))v(;)
j€S
where the summation is computed recursively.

(b) Find an optimal policy for the optimal stopping problem.
(c) Investigate the sensitivity of the optimal policy to the value of R.

10. Consider a version of the liver transplantation model of Section with H = 2
and L = 9%

(a) Depict the model symbolically in the form of Figure in two ways, one
in which the state corresponding to death from transplant failure is distin-
guished from the state which results from accepting an organ for transplan-
tation, and one in which these two stopped states are combined.

(b) Using the later specification, provide the transition probability matrix where
the two-dimensional state is indexed by (h,[). Also specify the reward func-
tion r((h,1),a).

(c) Using parameters of your choice and the discount rate A = 0.9997, evaluate
the policy that accepts an organ only in state (2,2) in three ways:

61This example is a good jumping off point for analyzing the transplant model in the next few
exercises.

62We used this example to debug our code for solving the model in Section
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i. By solving (I — AP)v =r.

ii. Using an iterative scheme in vector form v/ = r + APv. How many
iterations are required to accurately compute the exact value found by
solving the linear equation?

iii. Using a similar recursion in component form in which the summations
are computed recursively.

11. This example revisits the liver transplantation application formulated and ana-
lyzed in Section using policy iteration and value iteration. Consider reducing
the annual discount rate to 0.8. Determine the daily discount rate, generate a
policy map, and compare it to Figure Are the changes in the policy map
intuitive, given the change in the discount factor?

12. Consider a variant of the liver transplantation problem with only one organ type.
(a) Solve the model numerically using the specification in Section when

only an organ of quality 1 is available.

(b) Repeat your analysis when only an organ of quality 10 is available and
compare your results.

(¢) Provide conditions under which the optimal policy is a control limit policy
in the health state. Prove that the optimal policy has this form.

(d) Solve a variant of the problem where there is a single health state (state 6)
and multiple organ types. Be sure to redefine transition probabilities.

13. A really neat proble Suppose d and e are two decision rules in DMP and
define a new decision rule f € DMP by

£(s) d(s) whenever v{" (s) > v§ ()
S = o0 (oo}
e(s)  whenever v{” (s) < v (s)
Show that v (s) > max{vd™ (s), v$™ (s)} for all s € S.
14. Show that the third term of equation ([5.14)) in the sum over n is equal to (5.17)).
15. Show that sp(v) is a semi-norm on V.

16. Prove that sp(v) is a semi-norm and in addition satisfies the three properties
following its definition.

17. Evaluate v and +' for each of the three other Markovian deterministic policies us-
ing the approach in Example and equations (5.80) and (5.81). Also, compute

the eigenvalues of each of the transition matrices and compare them to ~.

63This was on author MLP’s final exam when he took a Markov decision process course in graduate
school many, many years ago.
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18. Evaluate the bounds in Example for v.= (0,0), v = (—10,—10), and v =
(20,20). Comment on the tightest of the generated bounds from these value
functions.

19. Implement value iteration in Example using v? = (0,0), v’ = (-10, —10),
and v¥ = (20,20) with the span-based stopping criterion. Comment on conver-
gence as a function of the initial value function.

20. Suppose 7 = (dy,ds,ds,...) € II' is an optimal policy. Show that (d;)* is a
stationary optimal policy.

21. Prove a variant of Proposition when there are strict improvements in two
states.

22. Provide a formal proof of Theorem using induction and Lemma [5.6]
23. Prove Lemma 5.7

24. Write out and prove Lemma in component notation.

25. Of the four value functions in Example , verify that Vizo is the only one that
satisfies the Bellman equation and does so for arbitrary A.

26. Letting y,; be the vector of dual variables corresponding to the constraints in
the vector version of the primal LP, formulate the dual LP in vector notation.
Show that by creating a suitable “long” vector, the dual LP can be written as a
standard form LP.

27. Prove Theorem [5.25
28. Consider the preventive maintenance example from Section |5.10.2]

(a) Verify the result that a control limit policy is optimal by numerically solving
the problem over a range of parameter values of your choosing.

(b) Develop an algorithm for finding an optimal control limit policy by searching
only within the class of control limit policies.

(¢) *Provide conditions on f(s) and p that ensure that 0 < s* < M — 1 where
s* is defined in ([5.176)).

29. Apply Gauss-Seidel iteration directly in Example and verify that it gives the
same result.

30. Suppose in Example that

P =a|Xy =u, Y1 =a,X; =w| =05
PYs = a|Xo =, Y; = b, X,

I
£
|
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(a) Compute wg,(alu,w) and wq, (b|u, w) where these quantities are defined in
(5.184).

(b) What quantities are needed to specify dj 7

(c) Suppose the initial state distribution is p(u) = 0.75 and p(w) = 0.25. Com-
pute the probability wg, (a|u) under this initial state distribution.
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